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Abstract
Nowadays, stateful firewalls are key parts of the critical infrastructure of the Internet. Basically,
they help to protect network services and users against attackers by means of access control and
protocol conformance checkings. However, stateful firewalls cover network security aspects at
the cost of introducing more problems in terms of network performance, availability and com-
plexity. Many research has been done with regards to firewalls during the last decades to appro-
priately address these concerns. Specifically, these works have focused on improving network
performance, through efficient packet classification and specialized hardware, and complexity,
by means of model-based filtering policy representations and the detection of rule-set incon-
sistencies. However, high availability of stateful firewalls have remained barely studied by the
research community according to the existing academic works.

This dissertation aims to fill the gap in the field of high availability and stateful firewalls.
In several research articles that we have compiled in this thesis, we present the Fault-Tolerant
stateful Firewall (FT-FW) architecture to provide high availability, we survey existing fault-
tolerant firewall architectures and we provide experimental results that allow network arquitects
to select what solution fulfills their requirements. We also provide a software implementation
released as free software that the IT industry widely use these days. Moreover, we have ap-
plied our research work in the context of wireless mesh networks. In this challenging scenario,
we provide a distributed firewalling architecture that helps to improve network-resource man-
agement. This architecture is based on Bloom filters and it considers aspects such as efficient
filtering policy distribution and mobility.



Resumen
Hoy en dı́a, los cortafuegos con estados son parte esencial de la infraestructura crı́tica de Inter-
net. Básicamente, estos dispositivos protegen los servicios de red y a los usuarios de posibles
ataques mediantes mecanismos de control de acceso y comprobaciones de conformidad sobre
los protocolos. No obstante, los cortafuegos con estados tratan aspectos relacionados con la
seguridad a cambio de introducir más problemas en relación con el rendimiento de la red, la
disponibilidad y la complejidad. Es por ello que los cortafuegos han sido sujeto de estudio a
lo largo de las últimas décadas con el fin de abordar tales problemas. Concretamente, dichos
trabajos de investigación se han centrado en mejorar el rendimiento de la red, mediante técnicas
eficaces para la clasificación de paquetes y el uso de hardware especializado; y la complejidad,
mediante representaciones de las polı́ticas de filtrado basadas en modelos y la detección de in-
consistencias en el conjunto reglas de reglas de cortafuegos. Sin embargo, la alta disponibilidad
de los cortafuegos con estados ha sido escasamente estudiada por la comunidad investigadora
de acuerdo con los trabajos existentes.

Esta tesis pretende completar el vacı́o existente en el dominio de la alta disponibilidad y
los cortafuegos con estados. En varios artı́culos de investigación que hemos seleccionado y
que incluimos en este documento presentamos la arquitectura Fault-Tolerant stateful Firewall
(FT-FW) que nos brinda la alta disponibilidad. Además, hemos realizado un estudio de las
arquitecturas de cortafuegos tolerantes a fallos existentes y ofrecemos resultados experimen-
tales que permiten a los arquitectos de red seleccionar la solución que mejor se adecúa a sus
requisitos. También ofrecemos una implementación disponible bajo licencia de software libre
que es usada por la industria TIC en la actualidad. Por otro lado, hemos aplicado nuestra inves-
tigación en el contexto de las redes inalámbricas de malla. En este exigente entorno, ofrecemos
una arquitectura distribuida de cortafuegos que ayuda a mejorar la gestión de los recursos de
la red. Dicha arquitectura está basada en filtros de Bloom y considera aspectos tales como la
distribución de la polı́tica de filtrado de manera eficiente y la movilidad.
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Chapter 1

Introduction

Failures are a permanent menace for the availability of Internet services. During the last
decades, numerous fault-tolerant approaches have been proposed for the wide spectrum of
Internet services to provide high availability. However, relatively few research work have ad-
dressed the specific aspects of fault-tolerant stateful firewalls and distributed stateful firewalls
in wireless mesh networks.

Continued availability of firewalls has become a critical factor for the IT industry. Classic
fault-tolerant solutions based on redundancy and health-checking mechanisms does not success
to fulfill the requirements of stateful firewalls. On the other hand, emerging mobile technolo-
gies, such as wireless mesh networks, proliferate in organizations more and more. However,
existing network-resource management approaches in this environment remain rudimentary. In
this scenario, a distributed firewall architecture that considers mobility and efficiency can help
to administer network resources.

This dissertation is presented as a compilation of research articles that aim to address these
concerns. Basically, we provide several architectures that cover high availability of stateful
firewalls and network-resource management through distributed firewalling in wireless mesh
networks that supports mobility and efficient filtering policy distribution.

1.1 Research Context
The research work that we performed in the frame of this thesis is composed of three parts:

• The research work in the context of cluster-based fault-tolerant firewalls in wired net-
works to survey existing solutions and to provide the Fault-Tolerant FireWall (FT-FW)
architecture.

• The application of these research advances regarding FT-FW to distributed stateful fire-
walls in wireless mesh/ad-hoc networks.

• Our implementation released under free software license that uses Netlink sockets to
communicate the in-kernel firewalling subsystem with our user-space high availability
state-proxy (as defined in the FT-FW architecture).

Specifically, in wireless mesh/ad-hoc networks, we found no works that have focused on
providing a distributed firewalling architecture for these environments. Thus, we initially de-
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fined a stateless packet filtering solution that we extended to become stateful. Then, we applied
the FT-FW architecture to enable high avalability and to support mobility.

Moreover, with regards to the existing previous research of the high availability of stateful
firewalls, most of the results were not established as laws or theories from an epistemological
point of view. For that matter, this dissertation provides a wide empirical research as a valid
approach to improve epistemological foundations in this topic.

To summarize the connection between the different research works that have been compiled
in this document, we provide the following concept map in Fig. 1.1.

Figure 1.1: Concept map on this dissertation

We continue with the basic concepts of this dissertation. In Section. 1.1.1, we provide an
introduction to firewalls. Then, Section. 1.1.2 describe stateful firewalls. We overview firewalls
and their problems in Section. 1.1.3. We conclude with Netlink sockets in Section. 1.1.4, that
is a messaging system to communicate the in-kernel firewall subsystems and the user-space
state-proxy that enables high availability.

1.1.1 Firewalls
Firewalls are key parts of the Internet infrastructure to protect users and network services
against attackers. Basically, a firewall separates several network segments and it enforces a
filtering policy (See Fig. 1.2). The filtering policy determines what packets are allowed to enter
and leave a given network segment. This filtering policy is expressed in an Access Control List
(ACL) that uses a vendor-specific low-level language. The ACL contains a list of rules where
each rule contains one or several packet selectors, eg. the source and destination address, port
source and destination, protocol type, and other fields available in the packet headers; and one
action, eg. accept, deny, log among many others.



Figure 1.2: A simple firewall architecture

1.1.2 Stateful firewalls
Stateful firewalls [1] extend packet filtering capabitities by performing conformance checkings
upon the network traffic. Basically, they enforce that the communications between two peers
evolve according to the protocol specification. In practice, stateful firewalls implement a finite
state automaton for each supported protocol that determines what state-transitions are valid
from the current state. Then, for each network packet, they check if it triggers a valid state-
transition. In Fig. 1.3, we have represented the state-automaton that is used to conformance-
check TCP traffic in Linux-based stateful firewalls.

This stateful capability also allows the firewall administrator to modify the ACL to perform
some action on the packets that trigger invalid state-transitions, like logging and dropping them.
Stateful firewalls also support application layer inspection to assist the filtering of problematic
multi-session application protocols like FTP and H.323.

Figure 1.3: Flow-state automaton for TCP



1.1.3 Firewalls and their challenges
Firewalls introduce several problems that have been addressed by an interesting amount of re-
search literature during the last decades. We have grouped these problems into four categories:
performance, complexity, availability and mobility.

Network performance

Firewalls may degrade latency and bandwidth throughput. The problem is that firewalls re-
ceives packets that have to be checked against the ACL that is expressed in a list of rules. Thus,
the time required to match packets against a rule grows in different orders depending on the
algorithm and data structure that is used [2]. This is specifically an important problem for large
ACLs. Moreover, performance packet-matching algorithms usually require complex data struc-
tures that consume a lot of memory or specialized hardware. Therefore, a bad packet-matching
approach and a large ACL may severely harm network performance.

Complexity

Firewalls are complex solutions that have to be configured in order to administer network re-
sources appropriately [3]. Basically, the problem is that firewall ACLs are expressed in vendor-
specific low-level languages. Thus, the writing of an ACL remains a difficult task that tend
to be error-prone. Moreover, if rules are expressed using wildcards that allow to filter entire
subnets instead of single addresses, they may not be disjoint. Thus, rule ordering becomes
important since overlappings may lead to consistency problems. On the other hand, building a
consistent hierarchy of distributed firewalls is also a challenging task [4] [5] [6], even more if
it must support frequent ACL updates [7].

Availability

Nowadays, the IT industry offers several solutions for their fault-tolerant stateful firewall prod-
ucts. In the domain of privative solutions, CheckPoint Firewall-1, StoneGate, Cisco PIX and
Nokia IPSO provide them for their stateful firewalls. However, these vendors provide no in-
ternal description on how they solve the fault-tolerance problem. Instead, we have only found
user-level documentation on how to install and configure the fault-tolerant setups.

Figure 1.4: A simple primary-backup firewall architecture

With regards to the Free software/OpenSource Software (FOSS) community, the OpenBSD
project provides the so-called pfsync [8]. This solution allows to replicate flow-state between



a cluster of stateful firewalls. The solution remains monolitic since it is embedded into the
firewall source code. Moreover, the replication protocol to propagate flow-states between the
stateful firewalls is based on unreliable Multicast IP. As for many FOSS projects, the most up-
to-date reference remains the source code. There are some online articles on a recent re-design
of the pfsync protocol [9] though. There also exist other FOSS projects such as Linux-HA [10],
CARP [8] and Keepalived [11] that provide redundancy protocols to health-check nodes in a
cluster and replace them under failures.

In the academia field, numerous fault-tolerant approaches have been proposed for Inter-
net network services such as web servers [12], TCP-based back-end servers in general [13]
[14] [15], VoIP PBX [16], CORBA [17], among many others. Basically, they solve the fault-
tolerance problem by means of physical redundancy of general-purpose off-the-shelf equip-
ments (See Fig. 1.4); and software-based approaches that are more resilient to changes in the
services than hardware-specialized solutions [18]. Off-the-shelf hardware is usually selected
since they are relatively unexpensive to purchase and to maintain, and they provide an environ-
ment in which development time is reduced. These works are useful to address the stateful fire-
wall fault-tolerance problem. However, they cannot exploit several interesting stateful firewall
properties that we do in our work to provide a better solution. Moreover, most of the experi-
ments in these works cover 10/100 Mbit networks since it was the predominant technology at
that time (end of 90s). More recently, the research community have also proposed fault-tolerant
solutions that rely on extra hardware [19] and based on virtualization techniques [20] [21] [22].
One recent article [23] summarizes the existing state of art in the area of fault-tolerant network
equipments and services.

Mobility: Wireless mesh networks

Wireless mesh networks (WMN) are mobile distributed networks composed of terminals con-
nected using wireless links. In these networks, a set of access points (AP) forms a backbone
that provides network access to clients (See Fig. 1.5).

Figure 1.5: A simple wireless mesh network



Standards like IEEE 802.11 or 802.16 can be used to produce WMN and should guarantee
that network entrance is limited to authorized terminals by means of layer II access control
techniques. However, still many kind of attacks can be performed at higher layers to disrupt
services. A firewall is an instrument that can be used to limit the impact of such attacks.

In wired infrastructured networks, firewalls separate network segments and enforce filtering
policies that determine what traffic is allowed to enter and leave the network, filtering policies
are expressed as ACL. The ACL is composed of a set of rules which use selectors that match
several packet fields, e.g. source and destination address, ports, etc. and an action to be issued,
usually accept or deny.

Similarly, firewalls can be used to improve network security in WMN but since there is no
well defined concept of perimeter, we would have to enforce the filtering policy in the whole
AP backbone in order to deploy an effective firewalling. Basically, a distributed firewalling
solution for WMN must keep in mind the following aspects:

1. Low computational complexity: needed because the APs are usually embedded devices
with limited resources.

2. Efficient ACL distribution: since the bandwidth resource in WMN is scarce, ACL updates
must require low bandwidth.

The design of a stateful firewalling solution for WMN has to fulfill two requirements:

1. Low computational complexity: the solution must be suitable for devices with limited
resources.

2. Handover support: since one client CA can roam from the access point APx to APy at
any moment, the state information of the traffic of CA should be synchronized to APy.

1.1.4 Communicating user and kernel-space in Linux
The Linux kernel is widely used by the firewall industry. Several vendors use Linux as base sys-
tem for their firewall products, this is the case of StoneGate, Checkpoint’s Firewall-1, Fortinet,
Astaro, Vyatta and some of the Nokia IPSO versions. Although most of them seem to use their
own privative firewall software.

Generally speaking, the firewalling software is usually implemented in kernel-space for
performance reasons. However, in our architecture, one of the main components that enables
high availability resides in user-space. This design decision aims to improve reliability since
we consider that buggy software in kernel-space may reduce availability. Intutively, more lines
of code in kernel-space means less reliability. Bugs in kernel-space usually lead to crash the
whole system, whereas user-space bugs may crash the application that we can safely re-launch.
This idea is not new since it has been applied to micro-kernel designs in operating systems [24].

For that reason, we require some flexible, event-based and performance way to communi-
cate the firewalling software in kernel-space with our software-based fault-tolerant infrastruc-
ture in user-space. After evaluating several methods, we considered that the Netlink sockets
provide a flexible and extensible messaging system to communicate kernel and user-space.



1.2 Contributions
In this section we summarize the main contributions of our research work. These contributions
have been published in relevant conferences, journals and magazines.

1.2.1 Summary of contributions
1. The survey of existing fault-tolerant firewall architectures to enable high availability. We

also provide evaluation results that allow network architects to select what architecture
fulfills their requirements.

2. The Fault-Tolerant FireWall (FT-FW) architecture that enables reactive high availability
of stateful firewalls. This is the first open architecture for stateful firewalls.

3. The implementation of the FT-FW architecture. We provide conntrackd [25] [26], an
user-space daemon for Linux, released as free software, that is widely used in the IT
industry these days according to the references that we can find on the web.

4. The Hybrid Fault-Tolerant FireWall (hFT-FW) architecture that provides an hybrid proactive-
reactive solution to enable more intelligent high avalability for stateful firewalls.

5. A tutorial for the Netlink sockets, that is the messaging system that we selected to com-
municate conntrackd with the in-kernel firewall subsystem. This is the first complete
tutorial on this topic. We have also surveyed existing mechanisms to communicate ker-
nel and user-space and their design properties. Moreover, we have contributed with seven
improvements for Netlink that are already included in the Linux kernel.

6. The design of a distributed stateful firewall architecture for WMN based on Bloom filters
and its evaluation. According to the existing research literature, this is the first architec-
ture of this nature in this field.

1.2.2 Publications in reverse chronological order
• [2010] We published a tutorial on the Netlink sockets in the journal Software: Practice

and Experience whose JCR is 0.713 and JCR-5 is 0.925.

– Pablo Neira Ayuso, Rafael M. Gasca, and Laurent Lefèvre. Communicating be-
tween the kernel and user-space in Linux using Netlink sockets. Journal Software:
Practice and Experience, 2010 [JCR 0.713, JCR-5 0.925].

• [2009] We published a survey and evaluation on existing fault-tolerant firewall architec-
tures in IEEE Internet Computing magazine that is ranked in the top 15 of the Software
Engineering journal list provided by Thomsom-Reuters in 2008.

– Pablo Neira Ayuso, Rafael M. Gasca, Laurent Lefèvre. Demystifying cluster-based
fault-tolerant firewalls. IEEE Internet Computing, 13(6):31-38, December 2009
[JCR 2.309, JCR-5 3.245].



• [2008] This year was prolific in terms of publications in relevant conferences and mag-
azines. We published up to five research articles in relevant conferences, three of them
are indexed in ISI proceedings. We also published one article that describes our dis-
tributed firewalling solution for wireless mesh networks in IEEE Communications Mag-
azine whose JCR is 2.799 and JCR-5 is 3.927. Moreover, we exposed the advances
of our software implementation in the Netfilter Workshop (http://workshop.netfilter.org),
that provides a space for discussing on-going research and development in firewalling for
Linux.

– Pablo Neira Ayuso, Laurent Lefèvre, Rafael M. Gasca. hFT-FW : Hybrid Fault-
Tolerance for Cluster-based Stateful Firewalls. In ICPADS 2008: The 14th IEEE
International Conference on Parallel and Distributed Systems, Melbourne, Aus-
tralia, December 2008 [ranking CORE B, indexed in ISI proceedings, 30% accep-
tance rate, 221 submissions].

– Pablo Neira Ayuso, Leonardo Maccari, Rafael M. Gasca, Laurent Lefèvre. Stateful
Firewalling for Wireless Mesh Networks. In NTMS 2008: The second IFIP Interna-
tional Conference on New Technologies, Mobility and Security, Tangier, Morocco,
November 2008 [37% acceptance rate, 165 submissions].

– Pablo Neira Ayuso, Rafael M. Gasca, Laurent Lefèvre. Multiprimary support for
the Availability of Cluster-based Stateful Firewalls using FT-FW. In ESORICS
2008: 13th European Symposium on Research in Computer Security, Malaga, Spain,
October 2008 [ranking CORE A, indexed in ISI proceedings, 22% acceptance rate,
168 submissions].

– Pablo Neira Ayuso. Advances in the implementation of fault-tolerant stateful fire-
walls for Linux. Netfilter Workshop: 5th Netfilter Workshop, Paris, France, Septem-
ber 2008.

– Narjess Ayari, Pablo Neira Ayuso, Laurent Lefèvre, Denis Barbaron. Towards a
Dependable Architecture for Highly Available Internet Services. In ARES’08: The
Third International Conference on Availability, Reliability and Security, Barcelona,
Spain, March 2008 [ranking CORE B].

– Pablo Neira Ayuso, Rafael M. Gasca, Laurent Lefèvre. FT-FW: Efficient Connec-
tion Failover in Cluster-based Stateful Firewalls. In IEEE Proceedings PDP: 16th
Euromicro Parallel and Distributed Network-based processing, Toulouse, France,
pages 573-580, February 2008 [ranking CORE C, indexed in ISI proceedings, 40%
acceptance rate].

– Leonardo Maccari, Pablo Neira Ayuso, Romano Fantacci, Rafael M. Gasca. Effi-
cient packet filtering in wireless ad-hoc networks. IEEE Communications Maga-
zine, February 2008 [JCR 2.799, JCR-5 3.927].

• [2007] We published one article that details the Bloom-based distributed firewalling ar-
chitecture for wireless mesh networks. We also presented our initial implementation
work in the Netfilter Workshop where we received very useful feedback.

– Leonardo Maccari, Pablo Neira Ayuso, Romano Fantacci, Rafael M. Gasca. Mesh
network firewalling with Bloom Filters. In IEEE International Conference of Com-



munications, Glasgow, Scotland, pages 1546-1551, June 2007 [Ranking CORE A,
indexed in ISI proceedings].

– Pablo Neira Ayuso. Conntrackd: High Availability for stateful firewalls. Netfilter
Workshop: 4th Netfilter Workshop, Karlsruhe, Germany, September 2007.

• [2006] We published a research article in the the First International Conference on Avail-
ability, Reliability and Security (ARES). This work is indexed in ISI proceedings and the
conference is rated in the ranking CORE with B. We have also published a fast abstract in
the European Dependable Computing Conference (EDCC) and we published an article
in a non-indexed magazine.

– Pablo Neira Ayuso. Stop failures: Software-based approaches for highly available
stateful services. In Proceedings Supplemental EDCC-6: European Dependable
Computing Conference, pag. 41-42, Coimbra, Portugal, October 2006.

– Pablo Neira Ayuso. Netfilter’s Connection Tracking System. In :LOGIN;, The
USENIX magazine, Vol. 32, No. 3, pages 34-39, June 2006.

– Pablo Neira Ayuso, Laurent Lefèvre, Rafael M. Gasca. High Availability support
for the design of stateful networking equipments. In IEEE proceedings ARES’06:
The First International Conference on Availability, Reliability and Security, Vienna,
Austria, April 2006 [ranking CORE B, indexed in ISI proceedings, 35% acceptance
rate].

• [2005] We provided a simple solution to enable network-packet load-balacing in a local
conference.

– Pablo Neira Ayuso, Sergio Pozo Hidalgo, Rafael M. Gasca. Estrategias eficientes
en el nivel de aplicación para el filtrado y balanceo de carga de paquetes. In
CIASI’05: Congreso Iberoamericano de Auditorı́a y Control de Sistemas de Infor-
macı́on, Madrid, Spain, 2005.

• [2004] We presented a poster with the initial research ideas in Supercomputing.

– Laurent Lefèvre, Pablo Neira Ayuso. Fault tolerant library for designing stateful
network equipments (poster, INRIA booth). In International Conference for High
Performance, Networking, Storage and Analysis (Supercomputing), Philadelphia,
USA, 2004

1.2.3 Books
We have also participated as technical editor of a book in the domain of firewalls:

• Michael Rash. Linux Firewalls: Attack Detection and Response with iptables, psad,
and fwsnort, No Starch Press, September 2007 [ACM computing reviews: 2 reviews,
relevancy: 77%, 82%]



1.2.4 Research projects
This research has been funded by the following national plans:

• [2009-Today] Técnicas para la diagnosis, confiabilidad y optimización en los sistemas
de gestión de procesos de negocio (TIN2009-13714)

• [2006-2009] Automatización de la detección, diagnosis y tolerancia a fallos en sistemas
con incertidumbre y en sistemas distribuidos (DPI2006-15476-C02-01)

We have also participated in one contract with the IT industry through Fundación para la
Investigación y el Desarrollo de las Tecnologı́as de la Información en Andalucı́a (FIDETIA,
http://www.fidetia.es):

• [2009] Fault-Tolerant Firewall State-Synchronization (P038-09/E08): this project has
been funded by 6WIND (http://www.6wind.com) that is a french IT company that, ac-
cording to their website, is the number one supplier of high-performance packet pro-
cessing software for networking and telecom systems. Two-thirds of the worlds largest
telecom equipment suppliers use our 6WINDGate(tm) software to maximize the packet
processing performance of their products.

It is also worth to mention that many Linux vendors also provide the software implementa-
tion of FT-FW as package in their distributions.

1.2.5 Research visits
During the development of this thesis, we have visited the RESO/LIP team that is located in
the facilities of the École Normale Superieure of Lyon to work with Dr. Laurent Lefèvre.
Specifically, there were two visits:

• From March to July 2004. During this period we defined the initial targets of this thesis.
We presented a poster in the INRIA booth in SuperComputing, Philadelphia, USA 2004;
and we also worked on the initial version of the article that we later on published on the
1st International Conference on Availability, Reliability and Security, Vienna, Austria,
April 2006.

• From June to July 2008. We worked on two articles that were published in the 14th
IEEE International Conference on Parallel and Distributed Systems, Melbourne, Aus-
tralia, December 2008; and the 3rd International Conference on Availability, Reliability
and Security, Barcelona, Spain, March 2008.

Dr. Laurent Lefèvre also visited the QUIVIR research group facilities in the University of
Sevilla, we received one visit from him:

• February 2008. We worked on an article that was published in the 13th European Sym-
posium on Research in Computer Security, Malaga, Spain, October 2008.



1.2.6 Software
During the elaboration of this dissertation we have actively participated in the Free/Open
Source community in terms of software contributions. Specifically, we have collaborated in
the development of:

• the Linux kernel (http://www.kernel.org) with 127 contributions according to Ohloh 1.

• the conntrack-tools (http://conntrack-tools.netfilter.org), that contains the implementa-
tion of part of the FT-FW architecture; and the user-space Netfilter libraries such as
libnfnetlink and the libnetfilter libraries (http://www.netfilter.org). You can find more
information on Netfilter’s git tree 2.

We have also exposed our ongoing research and works in the annual Netfilter workshop
(http://workshop.netfilter.org):

• 5th Netfilter Workshop, Paris, France, September 2008.

• 4th Netfilter Workshop, Karlsruhe, Germany, September 2007.

• 3rd Netfilter Workshop, Sevilla, Spain, October 2005. We hosted this edition in the ETS
Ingenierı́a Informática of the University of Sevilla.

1.3 Structure of this dissertation
The rest of this dissertation is a compilation of selected publications that is composed of two
parts. In Part. II, we provide the selected articles in journals that are included in the Thomsom-
Reuters JCR ranking. They are:

• Demystifying cluster-based fault-tolerant firewalls published in IEEE Internet Comput-
ing [JCR 2.309, JCR-5 3.245]. This article contains a survey of the existing fault-tolerant
firewall architectures and it provides experimental results that allow network architects
to select the solution that fulfills their requirements.

• Communicating between the kernel and user-space in Linux using Netlink sockets pub-
lished in Software: Practice and Experience [JCR 0.713, JCR-5 0.925]. Netlink is a
messaging system that provide by design an extensible and architectural portable data
format to communicate user and kernel-space in Linux. This tutorial provides a com-
plete overview for developers and practitioners. Existing documentations in this area are
missing important aspects of the Netlink sockets and they also contain imprecisions. In
this work, we also survey existing mechanisms to communicate kernel and user-space in
Linux and we discuss their design properties.

• Efficient packet filtering in wireless ad-hoc networks published in IEEE Communications
Magazine [JCR 2.799, JCR-5 3.927]. This article details the distributed firewalling ar-
chitecture that we propose for Wireless Mesh and Ad-hoc networks. This is the first
firewalling architecture for environments of this nature.

1See http://www.ohloh.net/p/linux/contributors/13492639771881
2See http://git.netfilter.org



Then, in Part. III, we include other relevant research work for this thesis that was published
in conference proceedings. They are:

• FT-FW: Efficient Connection Failover in Cluster-based Stateful Firewalls published in
the proceedings of the 16th Euromicro Parallel and Distributed Network-based Process-
ing (PDP). This article introduces the Fault-Tolerant FireWall (FT-FW) architecture for
Primary-Backup setups. We provide preliminary experimental results.

• Multiprimary support for the Availability of Cluster-based Stateful Firewalls using FT-
FW published in the proceedings of the 13th European Symposium on Research in Com-
puter Security (ESORICS). This work extends the article that we published in PDP by
providing a formalization of the cluster-based fault-tolerant setup and the multi-primary
support. We provide preliminary evaluation.

• hFT-FW: Hybrid Fault-Tolerance for Cluster-based Stateful Firewalls published in the
proceedings of the 14th IEEE International Conference on Parallel and Distributed Sys-
tems. This article details an hybrid proactive-reactive solution that provides a more in-
telligent high availability solution for stateful firewalls. This work extends our previous
works on FT-FW.

• Mesh network firewalling with Bloom Filters published in IEEE International Confer-
ence of Communications (ICC) 2007. This work details the first distributed stateless
firewalling architecture for WMN based on Bloom filters.

• Stateful Firewalling for Wireless Mesh Networks published in the second IFIP Interna-
tional Conference on New Technologies, Mobility and Security. This article extends our
previous work published in ICC’07 to provide stateful firewalling for WMN. It is based
on the FT-FW architecture.
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I n the Internet’s early days, the term 
firewall referred to stateless packet 
filters that controlled packet tra-

versal across different network seg-
ments according to a given filtering 
policy. This policy is expressed in an 
access control list (ACL) comprising 
rules, each of which uses a vendor- 
specific, low-level language that con-
tains packet selectors such as source 
and destination address, port source 
and destination, protocol type, and 
other fields available in the network 
packet header.

At some point, stateless packet filters 
proved to be ineffective against cer-
tain attacks, such as some port-probing 
techniques (for example, IP ID Idle and 
TCP-flag scans1) and other intentional 

or unintentional out-of-specification 
protocol misbehaviors. The main prob-
lem with stateless firewalls is that the 
filtering decision is based on individual 
packets, so firewalls ignore the com-
munication flow’s global evolution. 
Moreover, stateless packet filters have 
difficulty filtering multisession appli-
cation protocols such as FTP or the Ses-
sion Initiation Protocol. These protocols 
use different flows for control and data 
sessions, and packet filters can’t relate 
the flows because they operate from the 
network and transport layers.

To overcome these limitations, the 
IT industry extended packet-filter 
capabilities to become stateful. Stateful 
firewalls2 perform conformance check-
ing on filtered network traffic, ensur-

Firewalls are perimeter security solutions that are useful for addressing the 

unwanted traffic issue. However, designers must also appropriately address 

the network performance, availability, and complexity problems that 

firewalls introduce. The authors survey existing cluster-based fault-tolerant 

firewall architectures and discuss their trade-offs in these three areas. They 

present a preliminary evaluation of these architectures and discuss the 

need for state replication in stateful firewall clusters. They also discuss the 

difficulties of providing a simple, performance, and fault-tolerant cluster-

based firewall solution. 

Demystifying Cluster-Based 
Fault-Tolerant Firewalls
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ing that the communications between two peers 
evolve according to the protocol specification. 
Stateful firewalls track filtering by storing a 
flow’s current state; ultimately, they enable pos-
sible transitions from a given state. Thus, the 
firewall administrator can modify the ACL to 
perform some action on the packets that trig-
gers invalid state transitions, such as logging 
and dropping them. Also interesting is that 
stateful firewalls usually support application-
layer inspection to successfully filter multi-
session application protocols (some products 
refer to this ability as deep packet inspection).

Although, in general, firewalls cover valu-
able security concerns, they also introduce more 
problems in terms of network complexity, perfor-
mance, and availability. Here, we survey exist-
ing fault-tolerant firewall solutions, discuss their 
trade-offs with regard to these three parameters, 
and discuss the need for state replication. We 
also evaluate several firewall architectures.

Performance, Availability,  
and Complexity Challenges
Firewalls introduce a single point through 
which all traffic flows must pass. This creates 
problems for network designers in terms of 

• performance, because firewalls can increase 
latency and reduce bandwidth throughput;

• availability, because a failure might isolate 
the protected network and reduce the mean 
up-time; and

• complexity, because firewalls are new net-
work nodes that administrators must appro-
priately configure and administer.

Performance is a major issue, given that fire-
walls can become a bottleneck in the network 
schema. Because each packet that goes across 
has to match an ACL rule to go through, the 
matching approach must scale according to the 
number of rules. Researchers have done a sub-
stantial amount of work addressing the packet-
matching problem and ACL design since the late 
’90s.3 Although scalable packet-matching algo-
rithms and appropriate ACL design are important 
to improve performance, we don’t cover them in 
this article because we focus mainly on improv-
ing performance via clustering techniques.

With regard to availability, firewalls are 
single points of failure, meaning that a fail-
ure in the firewall leads to isolation in differ-

ent connected network segments. Traditionally, 
network designers have used redundancy to 
overcome this potential limitation in packet 
filters. We detail several different redundancy-
based architectural firewall designs in this 
article. We must also consider link-level redun-
dancy for achieving fault-tolerant networks 
because network switches are also single points 
of failure. We can address this problem with 
link aggregation (IEEE 802.1AX-2008, formerly 
IEEE 802.3ad). Redundant ISP links are also 
important for achieving fault tolerance. How-
ever, both issues are out of this article’s scope.

Complexity is another issue that network 
designers must face. Architecting highly avail-
able and performance firewall solutions requires 
some extra complexity in the network design. 
Firewalls are also inherently complex solu-
tions that administrators and designers must 
appropriately configure to provide an accept-
able security improvement. Moreover, consid-
ering that attacks can also come from insiders, 
and depending on network structure, a network 
might require a distributed firewall architec-
ture to provide a high level of security, so more 
than one firewall might be necessary.

So, according to these three parameters, the 
network designer’s target must be to select an 
architecture that obtains good performance and 
availability while reducing complexity to sim-
plify maintenance. As we demonstrate here, 
however, network designers must adopt a com-
promise solution.

Fault-Tolerant Cluster-Based Firewalls
Different firewall architectures have different 
degrees of complexity. The common denomi-
nator among the cluster architectures we 
next describe is that stateless firewalls aren’t 
problematic from an availability perspective, 
whereas stateful firewalls are, but for different 
reasons. In general, stateful firewalls require 
some state-replication solutions to fully support 
fault-tolerant firewall architectures. The need 
for state replication also deserves special atten-
tion because it affects the architecture in terms 
of performance and availability.

The Primary-Backup Approach
The primary-backup firewall approach involves 
having two or more firewalls that compose a 
cluster in which one acts as primary and the 
others act as backup (see Figure 1). This setup 

Authorized licensed use limited to: Universidad de Sevilla. Downloaded on December 19, 2009 at 08:23 from IEEE Xplore.  Restrictions apply. 



NOVEMBER/DECEMBER 2009 33

Demystifying Cluster-Based Fault-Tolerant Firewalls

uses a redundancy protocol — such as the IETF’s 
Virtual Router Redundancy Protocol (VRRP), 
OpenBSD’s Common Address Redundancy Pro-
tocol (CARP), or Cisco’s Hot Standby Router 
Protocol (HSRP) — to ensure that at least one 
firewall is acting as primary at all times. These 
redundancy protocols are based on heartbeats 
to detect failures — that is, token messages 
that firewalls send periodically to each other if 
they’re working. If the primary stops sending 
heartbeats, the redundancy protocol assumes 
that the primary isn’t available. Thus, it selects 
a new firewall among the backups to become the 
new primary. The primary owns the so-called 
virtual IPs (VIPs) — that is, the IP addresses 
peers use as a default gateway. Administrators 
assign these VIPs to the primary firewall.

In practice, this approach works fine for 
stateless firewalls. However, with stateful fire-
walls, it leads to a break in established commu-
nications during recovery because the backup 
firewalls lack state information. Some vendors 
provide a pickup facility to allow for recover-
ing flows from the middle, but this mechanism 
reduces the security that stateful firewalls pro-
vide because it relaxes the conformance-check-
ing done during recovery.

From a resource-use perspective, the primary- 
backup approach, although useful in terms of 
availability, is wasteful because the backup fire-
walls are idle — they’re just waiting for the pri-
mary firewall to fail. So, this architecture doesn’t 
provide any advantage in terms of performance, 
and every extra firewall node belonging to the 
cluster increases network complexity.

Multi-Primary Multipath Firewall Cluster
A common method for improving the primary-
backup approach’s resource use has been multi-
path routing. For simplicity, assume a cluster 
node composed of two firewalls, C = {fw1, 
fw2}, where the firewall fw1 owns VIP1, which 
is the VIP that peers in the protected network 
use as a default gateway, and the firewall fw2 

owns VIP2, which is the VIP that peers on the 
Internet use to route traffic to the peers in the 
protected network. Thus, fw1 filters traffic leav-
ing the protected network, and fw2 filters traf-
fic going to it, so the packets follow different 
paths according to their direction. With regard 
to availability, as we exposed with the primary-
backup approach, administrators can use a 
redundancy protocol to detect firewall failures.

Thus, if the firewall fw2 fails, the firewall 
fw1 can recover the VIP1 and filter both outgo-
ing and incoming traffic until administrators 
repair fw2. This architecture improves avail-
ability and performance, but similar to the 
primary-backup approach, is suitable only for 
stateless firewalls. If administrators use stateful 
firewalls, they would require some sort of state-
replication solution to propagate state changes 
among them. However, this propagation would 
need to be synchronous, or packets could race 
with the state propagation. Synchronous state 
replication means that each packet would have 
to wait until one state change was success-
fully propagated to the backup firewalls. Con-
sequently, this approach would dramatically 
reduce performance, thus rendering state repli-
cation unfeasible in this architecture.

Multi-Primary Firewall Cluster Sandwich
Another popular architecture is the firewall 
sandwich, in which a designer places the fire-
wall cluster between two load balancers, one 
on each side. Thus, the load balancers distrib-
ute the traffic flow between the firewalls. This 
architecture moves the single-point-of-failure 
problem from the firewalls to the load balanc-
ers, thus requiring redundant load balancers 
and a redundancy protocol to detect failures.

Moreover, this approach also requires some 
state-replication solution to ensure that the 
flow-based distribution remains the same across 
failures. This architecture’s main drawback is 
the extra complexity that using load balanc-
ers adds (up to four, two on each side, assum-
ing redundancy). Moreover, the load balancers 
might become a bottleneck if the flow distribu-
tion doesn’t scale accordingly to the number of 
firewall nodes that the firewall cluster uses.

Flow A

Flow B

Firewall cluster

Primary

Backup

Internet Protected
network

Figure 1. The primary-backup firewall architecture. This shows a 
schematic network representation of two firewalls, one of them 
acting as primary and the other as backup.
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Multi-Primary Hash-Based  
Stateful Firewall Clusters
The main feature of an architecture using hash-
based stateful firewall clusters is that firewalls 
share the workload without needing load bal-
ancers. Thus, it reduces the previous architec-
ture’s complexity. In this approach, we assume 
that all the firewalls in the cluster are clones: 
they all use the same IPs, and they all receive 
the same traffic at the same time. Then, a hash-
based approach selects only one firewall to fil-
ter a given flow. Thus, the flows are distributed 
between the stateful firewalls (see Figure 2).

In this architecture, each firewall has a 
unique ID-number id( fwx) — which the admin-
istrator manually sets — whose value can be {0, 
..., n − 1}, where n is the number of firewalls 
in the cluster. We assume that every flow Fj is 
represented via one flow tuple Tj = {AddressSRC, 
AddressDST, PortSRC, PortDST, Protocol}. If the 
packet Pi that’s part of the flow Fj arrives at the 
firewall fwx, then a flow tuple Tj is associated 
with the packet. Then, if hash(AddressSRC(Tj)) 
modulo n = id( fwx), then this packet Pi must 
be filtered by the firewall fwx, thus achieving 
flow distribution. Note that the firewall doesn’t 
use the real packet source in the hashing but 
instead uses the source address of the flow tuple 
Tj. So, the firewall uses the same value to cal-
culate the hash for packets going in both direc-
tions to avoid multipath filtering, which breaks 
stateful filtering.

To make all firewalls receive the same pack-
ets, we can use a network hub or configure the 
network switch to act as a network hub using 
some port-mirroring feature. However, not 
all network switches allow this configuration. 

In such cases, all the firewalls commonly use 
a multicast MAC address (01:00:5e). So, if the 
network switch associates switchports and MAC 
addresses, the switch floods the same packets to 
the switch ports, which have the same multicast 
MAC address. Although existing firewall prod-
ucts commonly use this technique, it violates 
RFC 18124 because a network node must not use 
a multicast MAC address in an Address Resolu-
tion Protocol (ARP) reply message. One possible 
solution would be for network-switch vendors to 
start supporting the Virtual Router Redundancy 
Protocol (VRRP)-reserved MAC address space 
as multicast MAC addresses. However, we’ve yet 
to see this solution implemented.

Looking at this approach from a fault-toler-
ance perspective, if a firewall fails, it wouldn’t 
appropriately filter a subset of flows. We can 
avoid this problem if each firewall has a mask 
of ID-numbers for which it’s responsible. Thus, 
firewalls might filter flows for more than one 
ID-number temporarily until that ID-number’s 
real owner becomes active again. However, if 
we use stateful firewalls, recovering the estab-
lished flows isn’t possible, as we exposed when 
examining the primary-backup approach. So, 
state replication would be required.

State Replication in Stateful Firewalls
In cluster-based stateful firewalls, state replica-
tion becomes the key idea for solving possible 
communication breakages. Given that the cur-
rent flow states are crucial to deploying state-
ful filtering appropriately, the primary firewall 
must propagate state changes to the backup 
firewalls. Thus, if the primary firewall fails, the 
backup firewall selected to become the new pri-
mary can successfully recover the filtering.

Breaking established flows might be partic-
ularly disturbing in the following situations:

• multimedia application breakage, such as 
popular YouTube-like Internet video and 
radio streaming disruptions;

• remote-control utility breakage — for exam-
ple, Secure Shell (SSH) connection closures;

• the interruption of a big data transfer 
between two peers, as with bulk downloads 
that can’t resume and would need to be 
restarted;

• extra monetary cost for an organization — 
for example, if voice-over-IP (VoIP) commu-
nications are disrupted, users would have to 

IP5

Protected
network

IP3

IP4

Flow A

Flow B

Firewall cluster

IP2

hash(IP3) % 2 = 0

hash(IP4) % 2 = 1

IP1

IP2 IP1

Internet

Figure 2. The hash-based multi-primary architecture with two 
flows. Here, we can see a schematic network representation of 
two firewalls, both acting as primary and sharing the workload by 
means of the hash-based approach.
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be recalled, with a possible extra cost result-
ing; or

• violation of a service-level agreement (SLA) 
that could decrease customer confidence in a 
given service provider.

Although state replication is useful for avoiding 
these disturbing events, it doesn’t come with-
out cost. Because firewalls must invest compu-
tational resources in state replication, network 
performance could suffer.

At this point, a network designer must choose 
whether to enable state replication. This decision 
depends on how important availability and per-
formance are in the cluster-based stateful fire-
wall’s network design. However, it also depends 
on how well state replication can improve avail-
ability. In the following section, we evaluate the 
need for state replication in the different scenar-
ios we’ve surveyed so far in this work.

Evaluation of Fault-Tolerant Firewalls
To evaluate the exposed cluster-based firewall 
architectures, we developed a testbed network 
consisting of four HP Proliant 145g2 machines, 
each with one AMD dual core 2.2-GHz proces-
sor using 1-Gigabit Ethernet network links. 
We used two of the systems as firewalls, and 
the other two acted as the HTTP client and 
server, respectively. We also tuned each CPU 
core’s interrupt handling affinity so that the 
same CPU core always handles the network 
card’s interrupts in the firewalls. For the cluster 
sandwich architecture, we also used one Dell 
Power Edge R410 with two Intel Xeon quad-core 
2.6-GHz processors as a load balancer. This sys-
tem is significantly superior to ensure that the 
load balancer saturates the two firewalls that 
compose the cluster.

We selected the Linux operating system 

because it’s widely used in the firewall industry 
as well as the iptables firewalling tool (http://
iptables.netfilter.org), one of the most popular 
free software firewalling tools available. (Several 
vendors use Linux as a base system for their fire-
wall products, such as StoneGate, Checkpoint’s 
Firewall-1, Fortinet, Astaro, Vyatta, and some of 
the Nokia IPSO versions, although most of them 
seem to use their own firewall software, not 
iptables.) To evaluate state replication, we used 
conntrack-tools — this software package contains 
a userspace daemon that we can configure to 
propagate state changes asynchronously between 
firewalls (see http://conntrack-tools.netfilter.org). 
Table 1 summarizes our experimental results.

The experiments we performed to evalu-
ate the fault-tolerant firewall architectures 
depended on two performance metrics:

• The session rate determines the number of 
flows per second that the cluster-based fire-
wall architecture can filter. To obtain the 
maximum session rate that the solution 
can filter, we must generate flows with no 
data transfers. So, we can set up and tear 
down the flows almost immediately. This is 
the worst case for state replication because 
it generates the maximum number of state 
changes per second.

• The data rate refers to the amount of data per 
second that the solution can filter, expressed 
in bytes per second. To obtain the maximum 
data rate, we must generate flows that per-
form large data transfers. The maximum 
data rate provides the best case for state rep-
lication because it generates the minimum 
number of state changes per second.

To evaluate availability, we used the average 
number of recovered flows and their statistic 

Table 1. Summary of fault-tolerant cluster-based firewall architectures.

Cluster type Availability Performance Complexity

Primary-backup With no state replication 
established, flows aren’t recovered

No improvement because backup 
firewalls are idle; reduced if state 
replication is used

Requires extra backup firewall and 
network switches

Multi-primary 
multipath

Not suitable for stateful firewalls No idle stateless firewalls in the 
cluster

Requires extra firewall and 
network switches

Multi-primary 
sandwich

Moves single point of failure from 
firewalls to load balancers

Load balancers must be stateful 
and scale according to the number 
of firewalls

Requires four load balancers to be 
fault-tolerant

Multi-primary  
hash-based

With no state replication 
established, flows aren’t recovered

40 to 45% more per firewall added 
according to evaluation

Requires extra firewall nodes, but 
no need for load balancers
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deviation. We triggered the failures by unplug-
ging the dedicated link that’s used to replicate 
state changes, and a main link that connects 
the firewalls with the HTTP client and server. 

We selected the keepalived high-availability 
manager to ensure that at least one firewall at 
any time owned the cluster VIP (see www.linux 
virtualserver.org), and the inject32 (http://1wt.
eu/tools/inject/inject32.c) and httpterm (http://
1wt.eu/tools/httpterm/) tools to generate HTTP 
traffic between the client and server. Basically, 
the client starts TCP sessions with the server 
and retrieves one object of variable size per 
flow; the firewalls perform stateful filtering and 
network address translation (NAT).

Primary-Backup Evaluation
Figure 3a (top) shows the inverse relationship 
between sessions per second (left y-axis) and 
throughput (right y-axis). To obtain the maxi-
mum throughput, we used big objects (x-axis); 
to obtain the maximum sessions/sec, we 
used very small ones. We consider that small 
objects are those that are below the average 
Web object size.5

The number of sessions/sec is roughly 10 to 
15 percent less with state replication enabled 
for objects smaller than 5 Kbytes. However, as 
Figure 3a (bottom) shows, the recovery results 
are slightly worse with state replication than 
without it. So, contrary to what we’d expect, 
state replication doesn’t always improve recov-
ery, due to its asynchronous nature. Basically, 
state-change propagation has a maximum 
latency of roughly 200 ms according to Latency 
TOP (www.latencytop.org), which is more than 
the time required to set up and tear down 
short flows between the client and server in 
our testbed scenario (that is, 1.7 ms for empty 
objects and 3.8 ms for 10-Kbyte objects). 
Thus, the backup holds old states that con-
fuse the stateful firewall during recovery. Note 
that state replication starts being useful for 
20-Kbyte objects whose transfer takes 6.8 ms. 
For 50-Kbyte objects, the time to retrieve the 
object is 16.9 ms, 100-Kbyte objects need 34.4 
ms, and 1-Mbyte objects take 344 ms. So, to 
enable state replication in a scenario in which 
flow states have a very short lifetime isn’t a 
good idea. In the case of HTTP servers pro-
tected by firewalls, an evaluation of your Web 
server’s average object size5 would help you 
choose whether to enable state replication.

Multi-Primary Multipath Evaluation
To evaluate multi-primary multipath clusters, we 
conducted a simple evaluation given that stateful 

 10
 20
 30
 40

0

 10
 20
 30
 40

0

64 512 1K 2K 5K 10K 20K 50K100K 1 Mbyte 1 Gbyte

Lo
st

 s
es

si
on

s

Object size (bytes)

64 512 1K 2K 5K 10K 20K 50K100K 1 Mbyte 1 Gbyte
Object size (bytes)

 10
 20
 30
 40

0 64 512 1K 2K 5K 10K 20K 50K100K 1 Mbyte 1 Gbyte
Object size (bytes)

0

 5,000

 10,000

 15,000

 20,000

 25,000

0

20,000

40,000

60,000

80,000

100,000

120,000

0

20,000

40,000

60,000

80,000

100,000

120,000

0

20,000

40,000

60,000

80,000

100,000

120,000

H
T

T
P 

se
ss

io
ns

/s
ec

T
hr

ou
gh

pu
t 

K
by

te
s/

se
c

Sessions/sec without replication
Sessions/sec with replication

Throughput without replication
Throughput with replication

Sessions/sec without replication
Sessions/sec with replication

Throughput without replication
Throughput with replication

Sessions/sec without replication
Sessions/sec with replication

Throughput without replication
Throughput with replication

Lo
st

 s
es

si
on

s

Without replication
With replication

Without replication
With replication

Without replication
With replication

 0

 5,000

 10,000

 15,000

 20,000

 25,000

 30,000

 35,000

H
T

T
P 

se
ss

io
ns

/s
ec

T
hr

ou
gh

pu
t 

K
by

te
s/

se
c

Lo
st

 s
es

si
on

s

 0

 5,000

 10,000

 15,000

 20,000

 25,000

 30,000

H
T

T
P 

se
ss

io
ns

/s
ec

T
hr

ou
gh

pu
t 

K
by

te
s/

se
c

(a)

(b)

(c)

Figure 3. Evaluation of fault-tolerant firewall clusters. We evaluated 
(a) the primary-backup firewall cluster, (b) the firewall sandwich 
cluster, and (c) the multi-primary hash-based firewall cluster.
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firewalling can’t be supported without problems 
due to the state-replication approach’s asynchro-
nous nature. This architecture lets us saturate 
the maximum sessions/sec that the HTTP server 
can handle — that is, 36,000 sessions/sec. It 
reaches a maximum link throughput of 1 Gbyte. 
In this case, the HTTP server becomes the bottle-
neck, so some Web server cluster solution would 
be necessary to reach the maximum session/sec 
that both firewalls can handle.

As we exposed in this article, we can use 
multi-primary multipath firewall clusters only 
for stateless firewalls. Some network adminis-
trators initially consider that state replication 
is the solution for supporting stateful firewall-
ing in their asymmetric-path firewall clusters. 
This is an incorrect conception because of state 
replication’s asynchronous nature. Moreover, in 
the particular case of Linux, stateless firewalls 
don’t support NAT in this solution because it 
depends on stateful filtering capabilities.

Multi-Primary Sandwich Evaluation
Figure 3b shows the results of our experimen-
tal evaluation of the firewall sandwich clus-
ter. With this architecture, we reach the limit 
of 36,000 sessions/sec that the HTTP server 
can handle. With state replication, the perfor-
mance drops by roughly 15 percent in terms 
of sessions/sec. With regard to flow recovery, 
the results are similar to those we derived in 
the primary-backup scenario. This architec-

ture provides roughly 65 percent more perfor-
mance than the primary-backup setup, but this 
improvement is limited due to the HTTP server.

Multi-Primary Hash-Based  
Stateful Evaluation
Figure 3c shows that the sessions/sec that this 
solution can reach is roughly 40 percent more 
than that of the primary-backup setup. This solu-
tion’s scalability is limited due to interrupt han-
dling. Basically, firewalls must conduct packet 
fetching from the network interface card (NIC) 
to calculate the hash on the packet. Thus, each 
firewall must invest resources to fetch a packet 
that might be ignored if it doesn’t belong to that 
firewall. Nevertheless, this solution reduces net-
work complexity because it doesn’t require load 
balancers. The bottom part of the figure shows 
that the recovered flows are slightly worse than 
that of the primary-backup and firewall sand-
wich cluster solutions. This occurs because the 
CPUs are mostly busy doing interrupt handling 
work. Note that with state replication, this solu-
tion provides similar performance results to the 
primary-backup setup without state replication.

C ommercial off-the-shelf platforms increas-
ingly provide integrated hardware error-

detection facilities, which enable hardware error 
correction at runtime. These capabilities include 
RAM and PCI bus transfer error detection and 

Related Work in Cluster-Based Fault-Tolerant Firewalls

Several proprietary commercial solutions offer highly avail-
able stateful firewall products that support the multi-

primary hash-based cluster (including CheckPoint Firewall-1, 
StoneGate, and Cisco PIX). However, as far as we know, docu-
mentation exists only on how to install and configure the fire-
wall cluster. We didn’t find any relevant information on these 
products’ internal design and implementation.

In the open source community, the OpenBSD project pro-
vides a fault-tolerant solution for its stateful firewall, the so-
called pfsync (www.countersiege.com/doc/pfsync-carp/), which 
is a kernelspace state replication that uses an unreliable pro-
tocol to propagate state changes. Several documents dissect 
some implementation details, but its source code remains the 
main reference. Implementing the state replication in kernel-
space can help reduce latency in the state-change propaga-
tion. However, bugs in the state-replication code might lead 
to availability problems. (Although this might seem to be a 
weak argument, a recent redesign of pfsync uncovered a bug 

in the state replication that can generate data corruptions; see 
http:undeadly.org/cgi?action=article&sid=20090301211402.)

Several open source projects, such as Linux-HA (www.
linux-ha.org), the Common Address Redundancy Proto-
col (CARP; www.countersiege.com/doc/pfsync-carp/), and 
Keep alived (www.linuxvirtualserver.org), implement heart-
beat-based redundancy protocols. With regard to firewall 
architectures, Chandra Kopparapu’s book provides a good 
background on cluster-based firewall architectures.1 However, 
it barely covers stateful firewalls and state-replication aspects, 
probably due to the fact that stateful firewalls started to prolif-
erate at the same time the book was released.

In the main text, we aim to summarize the existing cluster-
based firewall architectures. Moreover, we discuss the difficul-
ties of providing a performance fault-tolerant firewall solution.

Reference
1. C. Kopparapu, Load-Balancing Servers, Firewalls and Caches, Wiley, 2002.
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correction (see http://bluesmoke.sourceforge.
net). Intuitively, if a system has correctable 
errors, it will experience performance degrada-
tion. Moreover, correctable errors might become 
uncorrectable at some point, and the chances of 
experiencing a failure increase. Following this 
basis, it would be safe to proactively migrate 
states to a sane operational fi rewall before a 
major failure, thus avoiding costly preventive 
state replication. Although some research fol-
lows this direction today, we will have to wait 
until a feasible, purely proactive fault-tolerant 
solution for cluster-based, enterprise-level fi re-
walls becomes a reality. 
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SUMMARY

When developing Linux kernel features, it is a good practise to expose the necessary
details to user-space to enable extensibility. This allows the development of new features
and sophisticated configurations from user-space. Commonly, software developers have to
face the task of looking for a good way to communicate between kernel and user-space in
Linux. This tutorial introduces you to Netlink sockets, a flexible and extensible messaging
system that provides communication between kernel and user-space. In this tutorial,
we provide fundamental guidelines for practitioners who wish to develop Netlink-based
interfaces.

key words: kernel interfaces, netlink, linux

1. INTRODUCTION

Portable open-source operating systems like Linux [1] provide a good environment to develop
applications for the real-world since they can be used in very different platforms: from very
small embedded devices, like smartphones and PDAs, to standalone computers and large scale
clusters. Moreover, the availability of the source code also allows its study and modification,
this renders Linux useful for both the industry and the academia.
The core of Linux, like many modern operating systems, follows a monolithic † design for

performance reasons. The main bricks that compose the operating system are implemented
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in kernel-space whereas most kernel subsystem configurations, such as networking and device
driver configurations, are set up by means of administrative tools that reside in user-space.
In general, the kernel-space subsystems have to provide interfaces to user-space processes
to obtain resources, information and services; and to configure, tune and monitor kernel
subsystems.

Kernel Interfaces are key parts of operating systems. The more flexible the interface to
communicate kernel and user-space is, the more likely tasks can be efficiently implemented in
user-space. As a result, this can reduce the common bloat of adding every new feature into
kernel-space. This idea is not new as it was introduced in the micro-kernel design by means of
flexible messaging-based interfaces.

In this article, we focus on Netlink, which is one of the interfaces that Linux provides to
user-space. Netlink is a socket family that supplies a messaging facility based on the BSD
socket interface to send and retrieve kernel-space information from user-space. Netlink is more
flexible than other Linux kernel interfaces that have been used in Unix-like operating systems
to communicate kernel and user-space. Netlink is portable ‡, highly extensible and it supports
event-based notifications.

Currently Netlink is used by networking applications like advanced routing [2], IPsec key
management tools [3], firewall state synchronization [4], user-space packet enqueueing [5],
border gateway routing protocols [6], wireless mesh routing protocols [7] [8] among many
others. Nevertheless, there is some initial use of it in other non-networking kernel subsystems
like the ACPI subsystem [9].

In this tutorial, we assume that you are familiar with basics on the Linux kernel [10]
[11] [12], BSD sockets [13] and C programming [14]. This work is organized as follows: in
Section 2, we provide an outlook on the existing interfaces available in Linux for communication
between kernel and user-space. Then, Section 3 details Netlink sockets including features and
an extensive protocol description. We have also covered GeNetlink in Section 4, a generic
Netlink multiplexer which is widely used these days. We continue with a short introduction to
Netlink sockets programming and we provide one reference to online source code examples in
Section 5. This work concludes with the list of existing related works and documentation in
Section 6; and the conclusions in Section 7.

2. LINUX KERNEL INTERFACES

Linux provides several interfaces to user-space applications that are used for different purposes
and that have different properties by design. We have classified the desired properties that a
kernel interface should provide, they are:

†The core of Linux is monolithic, but most non-essential features can be optionally built as dynamically loadable
modules.
‡From architectural point of view as opposed to accross different Operating Systems. We have to remark that
Netlink is only implemented in Linux by now.

Copyright c© 2010 John Wiley & Sons, Ltd. Softw. Pract. Exper. 2010; 00:1–7
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1. Architectural portability: some architectures allow the use of different word size in user
and kernel-space. For example, the x86 64 architecture in compatibility mode allows
applications to use 32-bit word size in user-space and native 64-bit word size in kernel-
space. This is an issue if the kernel interface allows to pass data between kernel and
user-space whose size depends on the word size, like pointers and long integer variables.
Although in essence all of the kernel interfaces can manage data in a portable format,
the necessary mechanisms to ensure architectural portability are not usually covered
in the interface design. To resolve this issue, several Linux kernel interfaces require a
compatibility layer to convert data to the appropriate word size.

2. Event-based signaling mechanisms: they allow to deliver events so that user-space
processes do not have to poll for data to make sure that have up-to-date information on
some kernel-space aspect.

3. Extensibility: if the information that is passed between user and kernel-space is
represented in a fixed format, like a list of values separated by commas in plain text or
a data structure, this format cannot be changed, otherwise backward compatibility will
be broken. Thus, if new features require to modify the information format between user
and kernel-space, you will have to add a new redundant operation to ensure backward
compatibility.

4. Large data transfers: the kernel interface should allow to transfer large amounts of
information. This is particularly useful to restore large configurations. Efficient data
transfer is also a desired property to reduce the time required to load configurations.

As in many other modern operating systems, system calls are the main kernel interface in
Linux. System calls provide generic and standarised services to user-space processes that aim
to be portable between different operating systems (this is the case of POSIX system calls).
However, Linux kernel developers are very reluctant to add new system calls as they must
be proved to be oriented for general purpose, not for every single specific kernel subsystem
operation and configuration.

There are several Linux kernel interfaces that are based upon system calls. Basically, these
interfaces support a subset of the existing system calls as methods to operate with them. These
interfaces can be grouped into virtual filesystems, that provide file-like access to kernel-space
features (Sect. 2.1), and BSD sockets (Sect 2.2) that allow to send data to and receive it from
kernel subsystems using the BSD sockets API.

Most virtual filesystems and sockets support a system call method that has been commonly
used to set up configurations from user-space, the so-called ioctls. Basically, each configuration
operation is uniquely identified by an ioctl number. The ioctl method also take, as parameter,
a pointer to the memory address that contains the configuration expressed in a certain format.
Traditionally, fixed-layout data structures are used to format the information that is passed
between user and kernel-space in ioctls. Thus, if the addition of new configurations requires to
modify the structure layout, you will have to add a new ioctl operation. Otherwise, the layout
modification results in backward compatibility issues since the binary interface changes. In
general, the fixed-layout format is a problem for Linux kernel interfaces that use it to transfer
configurations between kernel and user-space.

Copyright c© 2010 John Wiley & Sons, Ltd. Softw. Pract. Exper. 2010; 00:1–7
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In the following subsections, we discuss the existing Linux kernel interfaces categorized by
group with regards to the desired properties that we have proposed. We have also summarized
these kernel interfaces and their design properties in Table. I.

2.1. Virtual filesystem interfaces

Linux provides several virtual filesystem interfaces that can be used to communicate kernel
subsystems and user-space applications. They are the character and block driver interfaces,
/proc files and sysfs.

The character and block driver interfaces allow to read data from and write it to a specific
device like accessing a file (that is located in the /dev directory). These interfaces allow
the transfer of data between kernel and user-space; and they are rather extensible, provided
sufficient preparation on the receiver. However, these interfaces are usually reserved for kernel
device drivers ¶. Therefore, Linux kernel developers consider that it is not a good practise
to use them for new kernel subsystems that are not attached to some hardware device. The
duplication of these sort of interfaces, that provide different semantics for hardware that is
similar, is also a common problem.

Another choice is the /proc interface. To operate with it, the user-space application has
to open the /proc file to read and write information to kernel-space like in regular files. The
information format is usually human-readable for accessing or changing configurations. This
format is impractical for user-space applications since they have to parse and convert data to
an internal representation. Moreover, this mechanism does not allow neither any sort of event-
based signaling nor extensions without breaking backward compatibility, and data transfers
are limited to one memory page. They are also usually written ad-hoc for one specific task.
These interfaces were originally designed to store process information ¶.
Sysfs [15] is a virtual filesystem that was introduced to provide a file-like interface to device

drivers and other kernel configurations; and to avoid the abuse of the /proc interface for
non-process information. It allows to export kernel objects like directories, object attributes
like regular files and object relationships like symbolic links to user-space. The information
is organized in plain text and it provides event-based signaling which is implemented over
Netlink. Sysfs gets rid of the ad-hoc information format that /proc interfaces provide by
following the ”one configuration parameter per file” basis. Nevertheless, since the Linux kernel
does not provide a stable ABI [16], there are aspects of the this interface that may not be
stable across kernel releases. Sysfs also provides a text-based interface that is impractical for
user-space application. Data transfers are also limited to one memory page.

2.2. BSD Socket interfaces

In Linux networking kernel subsystems, it has been a common practise to use datagram
sockets and ioctl operations to set up configurations from user-space. In this case, user-

¶Although they have been abused for many different purposes.
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Table I. Linux kernel interfaces by design properties

Type Architectural
portable†

Event-based
signaling

Easily exten-
sible†

Large data
transfers

System call No No‖ No Yes
/dev No No∗∗ No Yes
/proc Yes‡ No No No
Sysfs Yes‡ Yes‡‡ No No
Sockets∗ No No No Yes
Netlink Yes Yes Yes Yes

space applications create a datagram socket in some specific domain, such as AF INET for
IPv4. Then, user-space and networking kernel subsystems use fixed-layout data structures that
contain the networking configuration to be added, updated or deleted; and they transfer these
informations by means ioctls. As we have discussed, the use of the fixed-layout data structures
is not flexible enough to add new features and extensions.
Another mechanism to configure networking aspects are socket options. This is the case of

the firewalling kernel subsystem in Linux [17] that provides several specific socket options.
These socket options, that are attached to the AF RAW socket family, allows user-space
administrative tools to add, update and delete firewall rule-sets. Basically, the user-space
application creates an AF RAW socket that allows to send and receive fixed-layout data
structures that contain the firewall configuration. Thus, fixed-layout data structures, with
their limitations, are again used §.
Netlink is a socket family †† that provide by design an extensible and architectural portable

data format to communicate user and kernel-space. This format ensures that new features can
be added without breaking backward compatibility. Thus, Netlink overcomes the limitations
that we have exposed in the existing Linux kernel interfaces. Moreover, it provides event-based
notifications and it allows large data transfers in an efficient way, as we further detail in this
work.

†The interface provides generic facilities by design (as opposed to ad-hoc) to fulfill these properties.
‖Although there is primitive event notification in the form of poll() and select().
∗∗Although you may implement the appropriate queuing infrastructure to support event reporting upon ioctls.
This is the case of the Linux kernel input subsystem and their /dev/input/eventX files.
‡They are text-based interfaces.
‡‡It uses Netlink.
∗Including Socket options. Excluding Netlink.
§In the specific case of the firewalling kernel subsystem, there is a primitive revision mechanism that allows to
change the structure layout. This mechanism was introduced years after the initial interface design.
††BSD Unix introduced the use of specific socket families, such as AF ROUTE, to configure network routing.
This socket family is similar in nature to Netlink since it provides more flexible data format and it allows event

Copyright c© 2010 John Wiley & Sons, Ltd. Softw. Pract. Exper. 2010; 00:1–7
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3. NETLINK SOCKETS

Netlink was added by Alan Cox during Linux kernel 1.3 development as a character driver
interface ‡ to provide multiple kernel and user-space bidirectional communications links. Then,
Alexey Kuznetsov extended it during Linux kernel 2.1 development to provide a flexible and
extensible messaging interface to the new advanced routing infrastructure. Since then, Netlink
sockets have become one of the main interfaces that kernel subsystems provide to user-space
applications in Linux.

Netlink follows the same design principle of the Linux development (quoting Linus Torvalds:
”Linux is evolution, not intelligent design”), this means that there is no complete specification
(see Section. 6 for a detailed list of existing documentation) nor design documents of Netlink
rather than the source code.

3.1. What is Netlink?

Netlink is a datagram-oriented messaging system that allows passing messages from kernel
to user-space and vice-versa. It can be also used as an InterProcess Communication (IPC)
system. In this work we focus on communicating kernel and user-space, thus, we do not cover
the IPC aspect of Netlink that allows communicating two user-space processes or even two
different kernel subsystems.

Netlink is implemented on top of the generic BSD socket infrastructure, thus, it supports
usual primitives like socket(), bind(), sendmsg() and recvmsg() as well as common socket
polling mechanisms.

There was an initial effort in 2001 started by Jamal Hadi Salim [25] at the ForCES IETF
group [26] to standarize it as a protocol between a Forwarding Engine Component, the part
of the router that enables the forwarding, and a Control Plane Component, the counterpart
responsible for managing and configuring the forwarding engine. This effort was discontinued
and, instead, a domain specific protocol was designed.

3.2. Netlink socket bus

Netlink allows up to 32 busses § in kernel-space. Generally speaking, each bus is attached to
one kernel subsystem although several kernel subsystems may share the same. This is the case
of the Netfilter [18] bus nfnetlink which is used by all the firewalling subsystems available in
Linux, and the networking bus rtnetlink which is used by the networking device management,
routing, neighbouring and queueing discipline subsystems.

notifications to report changes in the routing to user-space applications. This socket family is emulated over
Netlink in Linux. See FreeBSD’s route(4) manpages for more information.
‡Via /dev interface which has been traditionally reserved for device drivers, as exposed in Sect. 2.
§Currently, this is artificially limited to 32 busses for efficiency, although this limit could be removed to reach
up to 256 busses in the future.
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Figure 1. Example scenario of unicast and multicast Netlink sockets

3.3. Netlink communication types

The Netlink family allows two sort of communications, unicast and multicast:

1. Unicast is useful to establish a 1:1 communication channel between a kernel subsystem
and one user-space process. Typically, unicast channels are used to send commands to
kernel-space, to receive the result of commands, and to request some information to a
given kernel subsystem.

2. Multicast is useful to establish a 1:N communication channels. Typically the sender is
the kernel and there are N possible listeners in user-space. This is useful for event-based
notification. In general, event notifications are grouped in different kinds, thus, each
Netlink bus may offer several multicast groups that user-space listeners can subscribe to,
depending on what kind of event notifications they are interested in. You can create up
to 232 multicast groups (since Linux kernel 2.6.14, before it was limited to 32 groups).

In Figure 1, we illustrate an example scenario in which there are three user-space processes
ProcessX , ProcessY and ProcessZ . The ProcessX has requested some information to the
kernel-space subsystem A via unicast, whereas ProcessY and ProcessZ are listening to event
notifications from the kernel subsystem B via multicast. Note that ProcessX ’s request that
goes from user to kernel-space is not enqueued, it is directly handled by the corresponding
Netlink kernel subsystem, thus, the behaviour is synchronous. On the other hand, messages
going from kernel to user-space are enqueued so the communication is asynchronous.

Copyright c© 2010 John Wiley & Sons, Ltd. Softw. Pract. Exper. 2010; 00:1–7
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3.4. Netlink message format

Netlink messages are aligned to 32 bits and, generally speaking, they contain data that is
expressed in host-byte order †. A Netlink message always starts by a fixed header of 16 bytes
defined by struct nlmsghdr in <include/linux/netlink.h>. We have represented this header in
Figure 2. This header contains the following fields:

• Message length (32 bits): size of the message in bytes, including this header.
• Message type (16 bits): the type of this message. There are two sorts, data and control

messages. Data messages depend on the set of actions that the given kernel-space
subsystem allows. Control messages are common to all Netlink subsystems, there are
currently four types of control messages, although there are 16 slots reserved (see
NLM MIN TYPE constant in linux/netlink.h). The existing control types are:

– NLMSG NOOP: no operation, this can be used to implement a Netlink ping utility
to know if a given Netlink bus is available.

– NLMSG ERROR: this message contains an error.
– NLMSG DONE: this is the trailing message that is part of a multi-part message. A

multi-part message is composed of a set of messages all with the NLM F MULTI ‡

flag set.
– NLMSG OVERRUN: this control message type is currently unused.

• Message flags (16 bits): several message flags like:

– NLM F REQUEST: if this flag is set, this Netlink message contains a request.
Messages that go from from user to kernel-space must set this flag, otherwise the
kernel subsystem must report an invalid argument (EINVAL) error to the user-
space sender.

– NLM F CREATE: the user-space application wants to issue a command or add a
new configuration to the kernel-space subsystem.

– NLM F EXCL: this is commonly used together with NLM F CREATE to trigger
an error if the configuration that user-space wants to add already exists in kernel-
space.

– NLM F REPLACE: the user-space application wants to replace an existing
configuration in the kernel-space subsystem.

– NLM F APPEND: append a new configuration to the existing one. This is used for
ordered data, like routing information, where the default is otherwise to prepend.

– NLM F DUMP: the user-space application wants a full resynchronization with the
kernel subsystem. The result is a batch of Netlink messages, also known as multi-
part messages, that contain the kernel subsystem information.

†There are some exceptions like nfnetlink which encodes the value of the attributes in network-byte order.
‡Some buggy kernel subsystems used to forget to set the NLM F MULTI flag in multi-part messages.
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Figure 2. Layout of a Netlink message header

– NLM F MULTI: this is a multi-part message. A Netlink subsystem replies with a
multi-part message if it has previously received a request from user-space with the
NLM F DUMP flag set.

– NLM F ACK: the user-space application requested a confirmation message from
kernel-space to make sure that a given request was successfully performed. If this
flag is not set, the kernel-space reports the error synchronously via sendmsg() as
errno value.

– NLM F ECHO: if this flag is set, the user-space application wants to get a report
back via unicast of the request that it has send. However, if the user-space
application is also subscribed to event-based notifications, it does not receive any
notification via multicast as it already receives it via unicast.

• Sequence number (32 bits): message sequence number. This is useful together with
NLM F ACK if an user-space application wants to make sure that a request has been
correctly issued. Netlink uses the same sequence number in the messages that are sent as
reply to a given request §. For event-based notifications from kernel-space, this is always
zero.

• Port-ID (32 bits): this field contains a numerical identifier that is assigned by Netlink.
Netlink assigns different port-ID values to identify several socket channels opened by the
same user-space process. The default value for the first socket is the Process IDentifier
(PID). Under some circunstances, this value is set to zero, they are:

– This message comes from kernel-space.
– This message comes from user-space, and we want Netlink automatically set the

value according to the corresponding port ID assigned to this socket channel.

Some existing Linux kernel subsystems also add an extra header of fixed size and layout
after the Netlink header that enables multiplexing over the same Netlink bus, thus, several
kernel subsystems can share only one Netlink socket bus. This is the case of GeNetlink, that
we cover in this work in Section 4.

§The sequence number is used as a tracking cookie since the kernel does not change the sequence number value
at all.
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Figure 3. An example of a hypothetical Netlink payload in TLV format

The payload of Netlink messages is composed of a set of attributes that are expressed in
Type-Length-Value (TLV) format. TLV structure are used in many protocols due to their
extensible nature, e.g. IPv4 options field and IPv6 extension headers. Each Netlink attribute
header is defined by struct nlattr and it is composed of the following fields:

• Type (16 bits): the attribute type according to the set of available types in the kernel
subsystem. The two most significant bits of this field are used to encode if this is a
nested attribute (bit 0), which allows you to embed a set of attribute in the payload of
one attribute, and if the attribute payload is represented in network byte order (bit 1).
Thus, the maximum number of attributes per Netlink subsystem is limited to 16384.

• Length (16 bits): size in bytes of the attribute. This includes this header header plus the
payload size of this attribute without alignment to 32 bits.

• Value: this field is variable in size but it is always aligned to 32 bits.

In Figure. 3 we have represented a hypothetical payload in TLV format composed on two
attributes, one of 32 bits and another of 64 bits.
The TLV format allows the addition of new attributes without breaking backward

compatibility of existing applications. As opposed to ioctl-based mechanisms, you do not have
to add a new operation to an existing subsystem. Instead, you only have to add a new attribute
and update your user-space application in case that you want to use this new feature. Old user-
space applications or kernel-space subsystems will simply ignore new attributes in a message
as they do not know how to interpret them.
However, the use of the TLV format is up to the programmer, you may use Netlink to

send fixed structures to kernel-space encapsulated in messages although you will not gain the
flexibility that the Netlink message format provides. Moreover, if the code is intended for
Linux kernel submission, it is likely that such a code will be rejected by other Linux kernel
developers. Building and parsing TLV-based messages is more expensive than using a fixed-
layout structure but it provides more flexibility.
Another interesting feature of Netlink is attribute nesting that allows you to embed a set of

attributes in the payload of one single attribute. For example, if you have a traffic-flow object
that you have to expose to user-space via Netlink, the object’s layer 3 address can be in IPv4
(32-bits) or IPv6 (128-bits) format, assuming that the system supports both IPv4 and IPv6
at the same time.

Copyright c© 2010 John Wiley & Sons, Ltd. Softw. Pract. Exper. 2010; 00:1–7
Prepared using speauth.cls



COMMUNICATING BETWEEN THE KERNEL AND USER-SPACE IN LINUX 11

Figure 4. Example of a nested attribute

In Figure. 4, we have represented an example in which we have defined a generic
attribute L3ADDRESS that may contain a set of attributes like L3ADDRESS IPV4 and
L3ADDRESS IPV6. The attributes L3ADDRESS IPV4 and L3ADDRESS IPV6 can be used
to encapsulate the specific address information. Thus, in the particular case of an IPv4 traffic-
flow, L3ADDRESS encapsulates L3ADDRESS IPV4 attributes. Moreover, if we want to add
support for a new layer 3 protocol, eg. Internetwork Packet Exchange (IPX) ¶, we only have
to add the new attribute. Basically, there is not limit in the number of nestings, although
over-nesting increases the cost of the message building and parsing.

3.5. Netlink error messages

To report errors to userspace, Netlink provides a message type that encapsulates the so-called
Netlink error header that we have represented in Figure. 5. This header is defined by struct
nlmsgerr in <include/linux/netlink.h> and it contains two fields:

• Error type (32 bits): this field contains a standarized error value that identifies the sort
of error. The error value is defined by errno.h. These errors are perror() interpretable.

• Netlink message which contains the request that has triggered the error.

With regards to message integrity, the kernel subsystems that support Netlink usually report
invalid argument (EINVAL) via recvmsg() if user-space sends a malformed message, eg. a
Netlink message that does not include attributes that are mandatory for some specific request.

3.6. Netlink reliability mechanisms

In Netlink-based communications, there are two possible situations that may result in message
loss:

1. Memory exhaustion: there is no memory available to allocate the message.
2. Buffer overrun: there is no space in the receiver queue that is used to store messages.

This may occur in communications from kernel to user-space.

¶IPX is a layer 3 protocol developed by Novel which is very similar to IPv4 although it is in decline since
mid-90s.
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Figure 5. Layout of a Netlink error message

Figure 6. Sequence diagram of a Netlink dump operation

The buffer overrun situation is likely to occur if:

1. A user-space listener is too slow to handle all the Netlink messages that the kernel
subsystem sends at a given rate.

2. The queue that is used to store messages that go from kernel to user-space is too small.

If Netlink fails to deliver a message that goes from kernel to user-space, the recvmsg()
function returns the No buffer space available (ENOBUFS) error. Thus, the user-space process
knows that it is losing messages so, if the kernel subsystem supports dump operations (that are
requested by means of a Netlink message with the NLM F DUMP flag set), it can resynchronize
itself to obtain up-to-date information. In dump operations, Netlink uses flow control to prevent
the overrun of the receiver queue by delivering one packet per recvmsg() invocation. This packet
consumes one memory page and it contains several multi-part Netlink messages. The sequence
diagram in Figure. 6 illustrates the use of the dump operation during a resynchronization.
On the other hand, buffer overruns cannot occur in communications from user to kernel-

space since sendmsg() synchronously passes the Netlink message to the kernel subsystem.
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If blocking sockets are used, Netlink is completely reliable in communications from user to
kernel-space since memory allocations would wait, so no memory exhaustion is possible.

Netlink also provides acknowledgment mechanisms so if the user-space sender sets the
NLM F ACK flag in a request, Netlink reports to user-space the result of the operation that
has been requested in a Netlink error message.

4. GENETLINK: GENERIC NETLINK MULTIPLEXATION

GeNetlink, or Generic Netlink, is a multiplexer that is built on top of a Netlink bus and
was introduced during the 2.6.15 development cycle. Over the years, Netlink has become very
popular, this has brought about a real concern that the number of Netlink busses may be
exhausted in the near future. In response to this the Generic Netlink was created [19].

GeNetlink allows to register up to 65520 families that share a single Netlink bus. Each family
is intended to be equivalent to a virtual bus. The families that are registered in GeNetlink are
identified by a unique string name and ID number. The string name remains the primary key
to identify the family, thus, the ID number may change accross different systems.

When GeNetlink is loaded, it initially registers a control family, the so-called nlctrl, that
provides a lookup facility to obtain the ID number from the string name that identifies families,
and event reports to inform about the registration and unregistration of new GeNetlink services
and its features. The control family is the only GeNetlink service that has a fixed ID number
(GENL ID CTRL which is equal to 16) while the vast majority of other families use a system-
dependant ID number that is assigned in run-time.

GeNetlink families can also register multicast groups. In this case, the multicast groups are
identified by a unique string name that remains the primary key. During the registration of
the multicast group, a unique ID number for that group is set. This ID number can change
accross different systems. Thus, user-space listeners have to initially obtain the ID number of
the multicast group from the string name that they want to join. For that task, they have to
use nlctrl to look up the ID.

4.1. GeNetlink message format

GeNetlink messages start by the Netlink header, whose message type is the ID number of the
GeNetlink service, then it follows the GeNetlink header and finally one optional header that
is specific of the given GeNetlink service. Thus, GeNetlink messages may contain up to three
headers before the TLV-based payload. Since the ID number of the service is required to build
the GeNetlink message, GeNetlink provides a lookup facility to resolve the ID number from
the service string name. We have represented the GeNetlink header in Figure. 7.

The GeNetlink header contains three fields:

• The command field (8 bits), that is a specific message type of the GeNetlink service.
• The version field (8 bits): that contains a revision value to allow changing the format

without breaking backward compatibility.
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Figure 7. Layout of a GeNetlink header message

• One reserved field (16 bits) which is introduced for padding reasons which is currently
unused.

4.2. GeNetlink control family

The GeNetlink control family nlctrl provides the following commands to user-space
applications:

• CTRL CMD GETFAMILY: this command allows to look up for the family ID number
from the family name. The response message not only includes the family ID number
but also the operations and the multicast groups that the GeNetlink family supports, in
the form of TLV attributes.

• CTRL CMD GETOPS: this allows to obtain the set of operations that are available for
a given family. This message requires the family ID number.

• CTRL CMD GETMCAST GRP ¶: this allows to obtain the multicast groups that
belong to a given GeNetlink family.

Since the family and multicast IDs are assigned in run-time, we initially have to look
up for the IDs to send requests and to subscribe to GeNetlink multicast groups from user-
space. For that task, the user-space application sends a CTRL CMD GETFAMILY request to
the GeNetlink control family. Then, once it receives the look-up response that contains the
family ID number, the supported operations and the existing multicast groups; the user-space
application can build the message for the specific GeNetlink family subsystem to request some
operation. The message payload must also contain the mandatory attributes for that operation.

5. PROGRAMMING NETLINK SOCKETS

Adding Netlink support from scratch for some Linux kernel subsystem requires some coding
in user and kernel-space. There are a lot of common tasks in parsing, validating, constructing

¶As of Linux kernel 2.6.32, this command is not yet implemented.However, it is planned to do it in the future.
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of both the Netlink header and TLVs that are repetitive and easy to get wrong. Instead of
replicating code, Linux provides a lot of helper functions. Moreover, many existing subsystems
in the Linux kernel already support Netlink sockets, thus, the kernel-space coding could be
skipped.
From the user-space side, Netlink sockets are implemented on top of the generic BSD sockets

interface. Thus, programming Netlink sockets in user-space is similar to programming common
TCP/IP sockets. However, we have to take into consideration the aspects that make Netlink
sockets different from other socket families, more relevantly:

1. Netlink sockets do not hide protocol details to user-space as other protocols do. In
fact, Netlink passes the whole message, including the Netlink header and attributes
in TLV format as well as multi-part messages, to user-space. This makes the data
handling different than common TCP/IP sockets since the user-space program have to
appropriately parse and build Netlink messages according to its format. However, there
are no standard facilities to perform these tasks so you would need to implement your
own functions or use some existing library to assist your development.

2. Errors that comes from Netlink and kernel subsystems are not returned by recvmsg() as
an integer. Instead, errors are encapsulated in the Netlink error message. There is one
exception to this rule that is the No buffer space available (ENOBUFS) error, which is not
encapsulated since its purpose is to report that we cannot enqueue a new Netlink message.
Standard generic socket errors, like Resource temporarily unavailable (EAGAIN), which
are commonly used together with polling primitives, like poll() and select(), are still
returned as an integer by recvmsg().

These aspects render the use of Netlink at the BSD socket API layer a daunting task for
most developers. In order to simplify the work with Netlink sockets in user-space, we propose
the use of user-space libraries such as libnl [21] and libmnl [20]. These libraries are written in
C and that are targeted to Netlink developers.
Detailing Netlink implementation aspects more in-depth is not in the scope of this tutorial.

However, we provide reference to commented source code examples online for both kernel and
user-space implementations online [29].

6. RELATED WORKS

Several works have tried to document the Netlink sockets in some aspects. The first effort is a
Netlink overview created in 1998 [22], this approach provides an introduction and cover some
aspects without much detail, it still contains some information that is not very precise.
The most complete tutorial so far was done by Neil Horman [23] that focus on Netlink as

the Linux networking control plane. There are also available a couple of articles from Linux
Magazine [24] covering Netlink sockets from the user-space side to issue commands and obtain
information from existing kernel-space networking subsystems that support Netlink [24].
There was an initial effort in 2001 started by Jamal Hadi Salim [25] at the ForCES IETF

group [26] to standarize it as a protocol between a Forwarding Engine Component, the part
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of the router that enables the forwarding, and a Control Plane Component, the counterpart
responsible for managing and configuring the forwarding engine. This is a good reference, but
it is not intended to be a tutorial. There are also some manual pages available, although its
content remains limited and quite crytic [27] [28].
The existing tutorials do not cover the kernel-space aspects, they are missing important

aspects of the Netlink protocol and they contain imprecisions. For that reason, Netlink main
reference has been the Linux kernel source code so far. We expect that this tutorial covers the
missing gap in this field.

7. CONCLUSIONS

Netlink is a Linux socket family that in the tradition of Linux kernel development environment
is still evolving. Documenting an evolving infrastructure is and reviewing the source should still
act as the most up-to-date reference. However, looking at the code as a starting point is hard.
For that reason, we expect that this tutorial provides a complete overview for developers and
practitioners as a beginning of yet another Netlink/GeNetlink interface for their brand new
kernel-space feature or, alternatively, allow them to implement some new feature in user-space
from some existing Linux kernel subsystem with Netlink support.
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INTRODUCTION

Wireless mobile ad hoc networks are distributed
networks composed of terminals connected with
wireless communication links. Their dynamic
nature makes them appealing for applications in
multiple scenarios, from completely distributed
ad hoc networks to quasi-static wireless mesh
networks for access delivery. In this article, we
discuss the possibility of applying firewall tech-
niques to such networks. In particular, our atten-
tion is focused on:
• Wireless mesh networks (WMNs) composed

of a set of access points (APs) that provide
network access to clients that can be
mobile. The APs form a wireless backbone
to carry the traffic from the clients to one
or more gateways in a distributed fashion.
The backbone can be considered an ad hoc
network, and the whole system can be
dynamic. Clients can be mobile so the net-
work must be able to support roaming.
Backbone links can be affected by multi-
path fading, so the backbone must be able
to dynamically reconfigure its routes. Even
APs can be mobile. For example, imagine a
network made up of APs placed on top of
ambulances or police cars offering connec-
tivity to pedestrians and medical or police
personnel. Generally speaking, client topol-
ogy is more susceptible to changes than

APs are. Usually, the infrastructure also has
a centralized authentication server to grant
network access to clients, such as an authen-
tication, authorization, and accounting
(AAA) server using RADIUS protocol.

• Mobile ad hoc networks (MANET) are self-
configuring networks composed of mobile
nodes that adopt a completely arbitrary
topology that can change rapidly and unpre-
dictably. In a fully distributed set up, the
infrastructure lacks any centralized authen-
ticator and uses distributed algorithms to
support access control. Note that in a more
realistic scenario, this is performed using
one or more authentication servers that are
always reachable or using pre-loaded keys.
Typical applications are rescue operations
or tactical networks.
Depending on the adopted standard (e.g.,

IEEE 802.11 or 802.16), layer 2 security should
guarantee that entrance to the network is limited
to authorized terminals. Some attacks can be
performed at higher layers with the aim of
degrading network performance or to exploit
services that should not be available. In wired
networks, packet filtering solutions, also known
as firewalls, reduce the impact of these attacks.
Firewalls are network elements that implement
any packet filtering technique that determines
the allowed traffic. These perimeter security
solutions are used to control access to specific
services. In wireless ad hoc networks, every node
might be offering connectivity to other terminals,
so that every node can be seen as a router con-
necting the internal network with the outside.
Because the concept of perimeter is not well
defined, to be effective, a firewall must be
enforced not only on the gateway, but also in the
nodes of the ad hoc network. In the two scenar-
ios outlined previously, this raises the following
issues that must be resolved:
• Ruleset dimension — Subnetting is not possi-

ble in mobile networks. We will see that this
implies the explosion of rulesets, with conse-
quent performance problems. Nodes of an ad
hoc network typically are embedded devices
with limited capabilities. Thus, the solution
must use as few resources as possible.

ABSTRACT

Wireless ad hoc networks are an emerging
technology. These networks are composed of
mobile nodes and may adopt different topologies
depending on the nature of the environment.
Nevertheless, they are vulnerable to network
layer attacks that cannot be neutralized easily. In
wired networks, firewalls improve the level of
security by means of packet filtering techniques
that determine what traffic is allowed, thereby
reducing the impact of such attacks. In this
work, we overview the requirements to adapt
firewalls to wireless ad hoc networks and high-
light the advantages of the use of filtering tech-
niques based on Bloom filters.

SECURITY IN MOBILE AD HOC AND
SENSOR NETWORKS

Romano Fantacci and Leonardo Maccari, University of Florence

Pablo Neira Ayuso and Rafael M. Gasca, University of Sevilla

Efficient Packet Filtering in 
Wireless Ad Hoc Networks

MACCARI LAYOUT  1/22/08  1:48 PM  Page 104

Authorized licensed use limited to: Universidad de Sevilla. Downloaded on May 19,2010 at 16:26:48 UTC from IEEE Xplore.  Restrictions apply. 



IEEE Communications Magazine • February 2008 105

• Ruleset distribution between wireless nodes
— The number, frequency, and size of con-
trol messages that contain ruleset informa-
tion must be minimized so as not to waste
networking bandwidth.
In this article, we provide an overview of the

problems related to firewalls that are applied to
wireless ad hoc and mesh networks. Moreover,
we give some guidelines for implementing ad
hoc firewalls, and we evaluate an algorithm for
efficient packet filtering based on Bloom filters.

FIREWALLS: AN OVERVIEW
A firewall is a network element that controls the
delivery of packets across different network seg-
ments [1]. In other words, it is a mechanism to
enforce policies for traffic shaping and for the
availability of services. A firewall access control
policy is a list of linearly ordered filtering rules
(a ruleset) that define the actions that are per-
formed on packets that satisfy specific condi-
tions. A rule is composed of a set of selectors
(or filtering fields), such as source IP address,
destination IP address, source and destination
ports, protocol type, as well as an action field.
Each selector might contain a specific value
(e.g., a single IP address) or a wildcard express-
ing a range of values (e.g., 192.168.0.*); the
action field maybe a Boolean value, such as per-
mit or deny or a more elaborate action. An exam-
ple rule is the following:

if tcp destination port = 80 and
source IP = 150.217.10.8, accept the
packet

When a packet arrives at a firewall interface,
the header fields are checked linearly against the
entire ruleset. If an exact match is found for a
rule, the associated action is performed. If the
packet is directed to the firewall itself, it is
passed to the TCP/IP stack of the operating sys-
tem; otherwise, if the packet is directed to anoth-
er system, the firewall forwards the packet
through the right route. If the packet does not
match a rule, then the packet firewall executes
the default policy. For most firewalls, the default
policy is to deny a packet that has not matched a
rule, so rulesets are expressed in the so called
positive logic. This approach has several advan-
tages over negative or mixed logic:
• The resulting ruleset has no conflicting rules
• The ruleset is independent by order or rules
• It is easier to design the policy and the

resulting ruleset
For the sake of simplicity, in this article we con-
sider only Boolean actions (accept/deny) applied
to rulesets expressed in positive logic.

Although the deployment of firewalls is an
important step in the course of securing net-
works, the complexity of designing and maintain-
ing firewall rulesets might limit the effectiveness
of firewall security, especially in a distributed
scenario. Some of the problems that firewalls
must face in current networks are:
• Ruleset consistency. When rules are

expressed using wildcards, the rules may
not be disjoint. In such cases, rule ordering
is important and can introduce a consisten-

cy problem. Moreover, if on the route from
the sender to the network gateway, multiple
firewalls are crossed, a consistency problem
can be introduced between firewall rulesets.
Building a consistent inter-firewall and
intra-firewall ruleset is a difficult task and is
even more challenging if it has support for
frequent dynamic updates (for more details,
see [2]).

• Computational complexity problems. Because
each packet must be checked against a list
of rules, the time required for filtering
grows linearly with the size of the ruleset.
Several algorithms and data structures exist
to perform packet matching (see [3]), but
their requirements might not fit with our
specific field of application.
In an ad hoc scenario, each node of the net-

work may act as a client or as a server and most
of all, each has the capability of forwarding traf-
fic to its neighbor nodes. In this article, we focus
on the forwarding part of the filtering process;
we are not interested in the final destination of
the packet, but in the process of forwarding. The
problem we want to address is how to perform
packet filtering in each node of the ad hoc/mesh
network, providing a scalable solution that takes
into consideration the problems introduced by
the peculiar nature of these networks. In the
next section, we will define the application sce-
nario and outline the issues that make imple-
menting firewalls a challenging task due to the
specific nature of wireless ad hoc networks.

FIREWALLS IN WIRELESS
AD HOC NETWORKS

Traditionally, a firewall is implemented into the
gateway nodes that interconnect a network with
the Internet or that divide different areas of the
same network. In ad hoc networks, this approach
is not suitable. Figure 1 shows a wireless mesh
AP network, where an ad hoc network of APs
composes a backbone to offer connectivity to
wireless clients. In such a network, we take fire-
walls into consideration for two main reasons:

Network Layer Security: Even if unauthorized
nodes are unable to access the network due to
MAC layer authentication procedures, an autho-
rized node could perform a denial of service
attack to saturate the resources of the backbone.
If client A in Fig. 1 starts transmitting a high
amount of data to the Internet, the whole path
toward the border gateway will be affected.
Because bandwidth resources are scarce (espe-
cially, if the backbone uses a single IEEE 802.11
channel for every link, which is typical if the APs
are equipped with only two network interfaces),
this could make the network unusable. Obvious-
ly, if a firewall is implemented only at the border
gateway, this kind of attack cannot be prevented.
Even MAC layer quality of service (QoS) tech-
niques (such as enhanced distributed channel
access (EDCA) in the IEEE 802.11e standard),
are at the moment targeted at traffic differentia-
tion among distinct traffic classes, but do not
take into account the limitation of user resources.
Thus, a firewall should be implemented on the
APs that route the messages in the backbone.
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Traffic Shaping: In access networks with lim-
ited bandwidth, each user normally is allowed to
access only a subset of the available services —
both from nodes belonging to the network and
from the Internet. Basically, this means that
each client can use only a limited number of
TCP/UDP ports when receiving or starting con-
nections. Again, this issue cannot be completely
addressed with a firewall on border gateways
because it cannot prevent clients from communi-
cating with each other, and it cannot prevent a
client from starting multiple connections that
will be dropped at the gateway but that also will
reduce the network throughput. 

In particular, the second issue outlined is of
special interest, because the manager of the net-
work must have full control over all the allowed
connections for security, stability, or billing rea-
sons.

A suitable approach to reach this goal, nor-
mally adopted in wired networking, is subnet-
ting; that is, grouping terminals with similar
capabilities in the same subnet (such as a demili-
tarized zone (DMZ) or an internal corporate
network), and configuring the firewalls to use
wildcards to filter whole subnets. Each firewall
manages a certain number of terminals that are
directly connected (or virtually routed) to itself
and will drop packets that physically are coming
from its network with a foreign IP address to
prevent packet spoofing or theft of IP addresses.
Subnetting and the use of wildcards in ad hoc
networks may not be straightforward for multi-
ple reasons:

•Wireless terminals can be mobile, so there is
no possibility of physically grouping clients with
similar requirements. Thus, even if the terminals
are assigned IP addresses belonging to distinct
classes based on their capabilities, APs can
receive traffic from roaming clients that preserve

their original IPs. This makes it impossible to
logically partition the network. With a subnet-
based firewall, a node could just change its IP
address to a free address of a more valuable
class and reach better services.

•If wildcards are used, rules may not be dis-
joint so that the order of rules in a single ruleset
or the order in which firewalls are crossed is rel-
evant. Because the path that a packet will follow
to its destination is unpredictable, it is also hard
to guarantee the consistency of firewalls with
methods as suggested in [2] or previous works
from the same authors. Moreover, automatically
applied changes in a ruleset that is order depen-
dant can lead to inconsistent rulesets.

•The network may be willing to accept clients
coming from external networks, using mobile IPs
to preserve original Internet addresses and
ongoing connections. These clients do not belong
to predetermined subnets; for these hosts, spe-
cific rules must be used for each of the allowed
connection types.

If wildcards cannot be used, then each
allowed connection requires a single rule, and
we expect to have the explosion of ruleset dimen-
sions. Different approaches have been proposed
in the literature to reduce ruleset dimensions
(e.g., [4]). However, due to their complexity,
such approaches are not suitable to low-perfor-
mance hardware with real-time frequent updates.
The problem of firewalls in ad hoc networks can
be divided into two main issues: finding an effi-
cient and practical algorithm to parse a large
ruleset and defining a policy for distribution of
rulesets and updates.

Although the problems outlined so far are
shared between pure ad hoc networks and so
called mesh AP networks, such as the one depict-
ed in Fig. 1, we now take into account that a
mesh AP network has an implicit hierarchy. In
fact, in a mesh AP, APs are under the control of
the network manager, and clients are forced to
have their first hop to an AP; they do not con-
tribute to packet routing. Moreover, in a mesh
AP, we can assume the presence of an authenti-
cation server (e.g., an AAA server, using proto-
cols such as RADIUS) that is contacted at the
entrance of every new client (possibly, even at
every handover), and we can imagine that the
APs might be trusted by each other, so they can
exchange information between each other. In ad
hoc networks, all this is not granted; the network
might be purely distributed without any hierar-
chy. In our vision, a firewall is the enforcement
of a management policy, so the presence of a
manager entity is required. For simplicity, we
think of it as a human manager able to push
rulesets into the nodes and automatically update
them whenever necessary; however in a reactive
model, the network itself might be able to detect
security problems and take countermeasures.

The following are a few more issues in pure
ad hoc networks that are relevant to our analy-
sis:
• The nodes are battery-powered embedded

devices (mobile phones and cameras, PDAs,
or laptops), so the problem of memory and
CPU usage is extremely important.

• Because there is no hierarchy, for a firewall
to be effective, it must be implemented in

n Figure 1. An example ad hoc/mesh network.
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every node of the network because there
are no central points (APs) through which
traffic is forced to pass.

• The nodes of the network may be mistrust-
ed by each other (any node might be cap-
tured and reprogrammed, or it might be
acting under the control of an enemy’s
malicious software), so the exchange of sen-
sitive information, such as keys or filtering
policies, between nodes should be discour-
aged.
In the next section, we will outline some pos-

sible solutions for implementing a firewall in a
WMN that try to match the requirements of
these networks.

ARCHITECTURE OF A FIREWALL FOR
WMNS AND MANETS

To adapt a firewall to WMN/MANET scenarios,
two aspects are investigated further in this sec-
tion: rules distribution and efficient packet clas-
sification.

RULES DISTRIBUTION FOR WMNS
Rule distribution policies are distinct for the two
models of a network under consideration. In a
mesh AP network, a firewall is enforced only on
the APs, and rules can be moved at the entrance
or exit of client nodes. Referring to Fig. 1, in a
simple design, each AP starts with an empty
ruleset; whenever client A connects to AP1, it
performs an authentication with an AAA server,
normally wired to the gateway or embedded into
it. The authentication is tunneled through the
AP and is based on client credentials. After a
successful authentication is performed, the AAA
server might push the update of the ruleset into
all the APs with a custom protocol relative to
the client. This policy has the advantage of keep-
ing all the APs always synchronized, so a client
can freely roam from one to another while all
the APs can implement the firewall on the path
from source to destination, having more redun-
dancy (we will see in a later section how this is
useful). A main disadvantage is that if the client
entrance or exit rate is high, the broadcast of the
rules might represent a high overhead. A simpler
solution would be to delegate the filtering pro-
cess only to the APs at the first hop from the
client: every AP filters only the traffic in output
generated by its own clients. If the gateway fil-
ters the traffic coming from the Internet, then all
the packets crossing the network are controlled.
The obvious advantage is that there is no broad-
cast; a new RADIUS attribute could be used to
push the rules into the AP as it normally hap-
pens with other parameters. A disadvantage is
that if client A moves to AP2, then AP2 must be
synchronized. This may happen in two ways: if
there is no fast re-authentication protocol in use,
then the AAA server will be contacted again,
and there is no difference with the first authenti-
cation. Conversely, if pre-authentication or
proactive key sharing is used [5], then AP2 will
receive keying material from AP1 with the inter-
access point protocol (IAPP) standard. Since the
APs trust each other, the same channel could be
used to move the ruleset update.

Since the entrance/exit ratio can be particu-
larly high under certain situations due to move-
ment patterns, such as the building layout or
environmental factors, a so-called ping-pong
movement phenomenon may result in a high
number of requests from the APs to the AAA
server or between APs. For that reason, we
assume here that each AP caches the rulesets
received from the AAA server for a certain
interval, as it would do with authentication cre-
dentials. Note that even if each AP filters only
its own clients, with high mobility and rule
caching, the rulesets may be very large at certain
moments. Therefore, an efficient rule distribu-
tion algorithm must be used together with a suit-
able algorithm for ruleset parsing.

The interaction with an AAA server is always
started by the APs at the beginning of an authen-
tication phase; if required, an asynchronous push
algorithm could be enforced using a specific pro-
tocol. A possible application is the distribution
and upgrade of generic network-wide rules on
every AP.

RULES DISTRIBUTION FOR AD HOC NETWORKS
In contrast, in pure ad hoc networks, every node
of the network should be able to do packet fil-
tering together with routing; that said, not all the
devices are able to enforce it. Obviously the
lower the density of nodes that implement fire-
walls, the higher the impact of unwanted traffic.
One possible option would be to store all the
rules in every node, but then force the nodes to
filter only a subset of the traffic, that is, the traf-
fic generated by its neighbors. This strategy
reminds us of the one described with mesh AP
networks, but in pure ad hoc networks it has the
following disadvantages:
• It is not always possible to have a list of

neighbor nodes; for example, when using ad
hoc on-demand distance vector (AODV)
protocol without Hello messages, there is
no knowledge of all the neighbors.

• There is no proof for the filtering node that
the packet it receives is coming from a
neighbor or not. A node might use just a
spoofed IP or MAC address and time-to-
live (TTL) in the IP header and pretend to
be a few hops away.

• Upon detection of a new link, a node should
reorganize its ruleset to filter out its new
neighbor, which might be a difficult task to
perform with thousands of rules, depending
on the data structure used. With high
mobility, this could happen quite frequent-
ly.
The problem of ruleset distribution also is

less open to generalizing for ad hoc networks,
being dedicated-purpose networks. Basically, the
same entity that deals with access control should
also manage ruleset updates (it might be a cen-
tral authentication server or a distributed coali-
tion of nodes). In any case, the policy of
broadcast update distribution seems to be the
most realistic one for limited size networks. Oth-
erwise, in a decentralized model, the firewall
implementation also could be enforced at a local
level in a limited zone of the network if a group
of terminals takes countermeasures upon detec-
tion of a certain event. This model resumes the
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model of autonomic networks [6], which are
beyond the scope of this article.

PACKET CLASSIFICATION
In our model we assume that a single rule will
be composed of a tuple of the kind
{Addresssource, Addressdest, Portsource, Portdest}
where address follows the IPv4 scheme, and port
descriptors refer to UDP or TCP protocols. In a
network made of N clients, if all the clients are
allowed to communicate with each other on a
specific destination port, then the number of
rules grows as (N – 1)(N – 2)*2*p, where p is the
number of allowed ports, and the traffic is bi-
directional. If N = 50, this yields 4704 rules for a
single TCP port.

The most simple and common packet classifi-
cation approaches check for matches through all
entries in the ruleset; these solutions are so-
called list-based, exhaustive search. However,
such techniques suffer from scalability problems
because lookups and memory consumption are
O(n). We will show at the end of this section
that standard hardware cannot handle linear
search over a ruleset composed of thousands of
rules.

For this reason, during the last decade, sever-
al solutions have been proposed. Initially, the
research community focused on algorithmic
solutions. Nevertheless, the limitations of such
approaches have opened the door to architec-
tural solutions based on specific hardware to
speed up packet matching. In [3], Taylor pro-
vides the following classification based on dis-
tinct designs:

Decision Trees: In this algorithmic approach,
a rule is represented as an array of bits to be
matched while the ruleset is mapped into a tree.
A match is done exploring the tree and finding
the match for each bit; the leaves contain the
action of the filter. The use of prefixes, such as
CIDR/24 for IP addresses, complicates the
branching decisions so filters are converted to
have single matches. In short, search is not O(n),
but the construction is quite complicated and
memory consuming; moreover, dynamic incre-
mental updates might require a considerable
amount of time, depending on the variant used.

Decomposition: Multi-field lookups are
decomposed into single field ones, so that paral-
lel pipelined matching can be done. These solu-
tions provide good look-up performance results
when used with hardware supporting paralleliza-
tion; however, they suffer from memory ineffi-
ciencies.

Tuple-Based: Tuples contain the number of
unique bits in each rule, that is the bits that dis-
tinguish each rule from the others. This tech-
nique is based on the observation that the
number of distinct tuples is much less than the

number of filters in the ruleset. These solutions
can be more efficient in terms of memory than
linear list-based exhaustive search. However, the
look-up performance is ruleset-dependent and
performs better in rulesets with many wildcards,
which is not the case of ad hoc networks.

Ternary content addressable memory
(TCAM): These architectural solutions are based
on devices that pipeline matching search, thus
lookups are O(n/p), p being the number of
pipelines. These solutions are targeted at high
performance routers because they require dedi-
cated hardware.

None of these solutions seems directly appli-
cable to software firewalls and ad hoc network
models for various reasons. In the next section,
we will describe a novel algorithm based on the
use of Bloom filters that delivered good perfor-
mance when applied to real networking devices.
To support the issue described so far, first we
present some experimental results measured
over the network depicted in Fig. 2. All the
nodes are equipped with a GNU/Linux operat-
ing system, and the two central machines imple-
ment firewalls with standard IP tables.
Measurements of throughput and round trip
delay between the two client terminals are shown
in Fig. 3. We see that even under a low load (3
Mb/s unidirectional traffic), a linear search, as
performed by IP tables, is a performance killer
for both sets of data that are measured. Note
that:
• Traffic was generated with UDP packets of

size 1500 bytes, in applications such as
voice over IP (VoIP); with the same bit
rate, we expect to have much smaller frames
(e.g., G.711 codec uses 64 kb/s with frame
size of 160 bytes). With higher packet gen-
eration rates, we also expect higher losses,
because processing time is independent of
packet size. 

• If filtering is done on a longer path, the
chain would generate higher delays.

A PROMISING APPROACH: 
RESULTS OF A BLOOM FILTER

A Bloom filter (BF) is a space-efficient data
structure for an approximate representation of a
set. A query to a BF may produce a false posi-
tive with a certain probability, but never a false
negative. This means that a query of the type is
element a part of the set S will never produce a
negative answer if a ∈ S, but may produce a pos-
itive answer if a ∉ S.

Basically, a BF is an array of bits of size n. To
build the filter, each element of the set is hashed
with a number K of distinct hash functions, and
the result of each hash H(x) is used as an index
to set the corresponding bit in the filter. Each
hash function returns a value of size ln(n); the
corresponding subset of K bits is turned to 1 in
the filter. Each time a new element is inserted in
the filter, a new subset of bits is set to 1, with a
certain probability of having two distinct ele-
ments generate two overlapping subsets. To
check the presence of an element in the set, the
same procedure is applied; it is hashed with the
K hash functions and if all the bits of the subset

n Figure 2. Testbed composition. APs are integrated Intel XScale 533 Mhz pro-
cessors with 64 Mbyte memory equipped with 2.6 Linux kernel.
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were set to1, the element belongs to the set.
Because the subsets may be overlapping, there is
a certain possibility of false positives, but no
false negatives are admitted. For each query, at
most, K hash functions should be calculated, so
processing time is bounded. Bloom filters were
introduced by Burton H. Bloom in 1970,but only
in recent years have they received attention in
various applications [7, 8].

In a previous article [9], we described the
application of Bloom filters for mesh network
firewalls. In this article, we summarize the idea,
we show new results of its application in a real
testbed, and we propose further possible devel-
opments to provide more functions.

To set up a ruleset, we populated a filter with
elements of the type: {Addresssource, Addressdest,
Portsource, Portdest}, for simplicity using only TCP
protocol. The kind of BF is a counting BF that
substitutes each bit with a counter made of four
bits. A counting BF is a variant of a simple BF
that supports deletion of elements, so that our
solution is applicable in real world situations
where updates are required. The filter size has
been optimized to have a false positive rate of
0.1 percent. Since our rules are expressed in pos-
itive logic, a false positive means that a packet
that should not have been allowed to pass is
accepted, whereas there are no allowed packets
randomly dropped, which would make the net-
work unusable.

BFs have additional properties that make
them appealing for filtering:
• Updates are easy; the only information that

is to be transmitted is a mask with the bits
to be switched to 0/1.

• The union of two filters is the OR operation
of the two arrays, whereas the interception
is the AND operation. Then, filters can be
easily and completely moved or merged.
If over a multihop path more than one node

is filtering, then each node could use a filter
using different hash functions. Depending on the
distribution strategy used to deliver filters, this
can produce overhead, but it greatly lowers the
probability of false positives over the whole path
because the space of false positives of two differ-
ent filters can be considered disjoint. As stated
previously, having multiple firewalls over the
same path increases redundancy and limits the
impact of unwanted traffic over the network. In
Table 1, we report the results measured on the
same testbed using BFs for different configura-
tions. We see that even when using the impracti-
cal number of 127 hash functions, the
performance of the network is comparable with
the performance without filters and has no
dependency on the number of rules. In our tests,
we stopped at 200,000 rules and 1.5 Mbytes of
memory without any sign of instability.

As described in the previous section, the
main differences between pure ad hoc networks
and mesh networks are mainly due to the way
rulesets are distributed and to the number of
nodes that apply the firewall. In both scenarios,
the rulesets increase to thousands of rules, so
that an efficient algorithm must be applied
instead of linear search. Consequently, our solu-
tion gives a performance improvement in both
cases.

CONCLUSION

In this article, we introduced and analyzed the
problem of adapting firewall techniques to reduce
the impact of network layer attacks in wireless ad
hoc networks, which is of interest for many appli-
cations. A promising approach based on Bloom
filters also was discussed. Numerical results were
provided to highlight the good performance of
this approach. Possible research topics for future
developments of the Bloom filter approach are:
• Implementation of stateful firewalls. Vari-

ants of BFs can be used to represent com-
plex state machines and keep
synchronization between two nodes in the
ad hoc network.

• Evaluation of the use of more efficient BFs,
such as d-left hash-based BFs [10] that can
reduce memory occupation.
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n Figure 3. On left y axis the throughput measured at the receiver for a monodi-
rectional communication, on right y axis the ping round-trip time.
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n Table 1. Performance of BF firewalling compared with no firewalling (first
line). Data rate of sending terminal is 3 Mb/s.

Number of
hashes

Filter size
(kbytes)

Rules Receiver data rate
(Mb/s)

RTT

0 — — 3 2.875

10 75 10,000 3 3.029

10 750 100,000 3 3.953

10 1500 200,000 3 3.043

127 75 10,000 3 4.061

127 1500 200,000 3 3.843
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Abstract—Stateful firewalls are security solutions widely de-
ployed in the Internet. These devices filter network traffic and
keep track of the state of connections in order to make the
deployment of several attacks, such as TCP resets, difficult.
However, firewalls are critical equipments in the network schema
since they introduce a single point of failure. Therefore, a
failure may isolate networks, users and interrupt established
connections. Current fault tolerant solutions mask failures by
means of replication techniques based on physical redundancy
and state propagation. However, these solutions do not suit
well for stateful firewall scenarios since they reduce bandwidth
throughput roughly, they require costful extra hardware or are
stuck to wasteful and inflexible single primary-backup settings.
In this work we detail FT-FW (Fault Tolerant FireWall), a
software-based transparent connection failover mechanism for
stateful firewalls. Our solution has a negligible impact in terms of
performance, as well as the fact that quick recovery from failures
and fast responses to clients are guaranteed. The architecture is
suitable for low cost off-the-shelf systems and no extra hardware
is required.

I. INTRODUCTION

Firewalls are perimeter security devices widely deployed in

the Internet. These equipments allow system administrators

to define filtering policies that determine the allowed traffic.

These filtering policies are defined by means of rule-sets,

containing each rule a set of descriptors that match packet

fields and the action to be issued, such as accept or deny.

However, this approach has been demostrated to be insuf-

ficient against several attacks such as TCP resets [1]. For

that reason, a new generation of firewalls, the so-called state-

ful firewalls, implement connection tracking. This technique

guarantees that connections evolve in a standard-compliant

manner, making it more difficult to deploy these attacks.

The connection tracking stores the connection evolution in

a variable known as state that represents the current status

of the connection, and determines which state transitions are

valid and which are not. For the sake of simplicity, we classify

connection states into two types:

1) New: the client has sent the first packet to initiate a

connection. So, we say that a connection is in new state

if this is the first packet seen by the firewall.

2) Established: the firewall has seen packets in both direc-

tions. Therefore, the client and the server have already

exchanged at least two packets to reach this state.

An example of a simple stateful ruleset (assuming default

policy is deny) can be:

if tcp and state=established, accept

if tcp syn dport=22 and state=new, accept

Basically, the first rule allows any kind of established

connections and the second allows packets with the flag syn set

from clients to SSH servers. Thus, the first packet that initiates

a connection to an SSH server matches the second rule and

consequently the next packets leaving the server and the client

match the first rule since they belong to an already established

connection. Note that the concept of established is not related

to the TCP established state. Therefore, UDP flows also have

states for the firewall even if their nature is stateless. In short,

the state variable allows system administrators to define more

intuitive and intelligent filtering policies with just a few rules

while defeating attacks.

On the other hand, firewalls inherently introduce a single

point of failure since all the traffic has to cross the firewall

to enter and leave the network that it protects. Therefore, a

failure in the firewall results in temporary isolation during the

reparing time. This can be overcome with physical redundancy

and health check monitor techniques. The idea consists of the

use of a cluster composed of two or more firewall devices :

some of them filter connections (primary replicas), and some

others are ready to recover the service as soon as failures arise,

which are also known as backup replicas (Fig. 1). Thus, if the

primary replica fails, one of the backup replicas is selected to

recover the established connections.

However, this approach is insufficient for stateful firewalls.

Basically, the problem resides in the state variable. Since

the backup replica does not know the state variable, the

connection may not be appropriately recovered, leading to

disruptions. Let’s assume the following scenario based on the

example ruleset and the firewall cluster-based setting: a client

establishes a SSH connection with a server that is protected

by the stateful firewall. Therefore, the current state of that



connection is established. Then, the client sends a packet that

successfully reaches the SSH server when a failure arises,

which makes a backup replica take over the filtering. Then the

SSH server sends a reply packet to the client but, unfortunately,

it will match neither the first rule, since that packet does not

belong to any known established connection by the former

backup, nor the second since the destination port is a client

port > 1024. Therefore, after several attempts by the client
and the server to continue the communication, the connection

will timeout. Thus, the connection has to be re-established.

In our current work, a more detailed and realistic ruleset is

described in [2].

In this work we focus on providing a solution to recover

connections under failure situations for cluster-based stateful

firewalls (CBSF). Our solution satisfies the following require-

ments:

1) Transparency. It must guarantee negligible delay in

client responses and quick recovery from failures.

2) Simplicity. We reuse and extend existing software-based,

high availability solutions. Moreover, the client does not

require any modification. Therefore, this is a client trans-

parent solution. The firewall must also require minimal

and non-intrusive modifications.

3) Fast responses to clients. The solution proposed must

have a negligible impact in terms of performance, ie.

clients must not notice any bandwidth throughput drop,

and it must be suitable for 1 GEthernet network setup.

4) Low cost. The solution must be suitable for off-the-shelf

equipments. No hardware extensions must be required.

The main idea of our proposal is an event-driven model

to reliably propagate states among replica firewalls in order

to enable fault tolerant CBSFs. The key concepts of FT-FW

are the state proxy and the reliable replication protocol. The

state proxy is a process that runs on every firewall replica

and waits for events of state changes. This process propagates

states changes between replicas and keeps a cache with current

connection states. State propagation is done by means of the

proposed reliable unicast that resolves the replication problem

better than any existing reliable protocols.

The paper is organized as follows: in Section II we detail

the architecture of FT-FW. The proposed replication protocol

is described in Section III. Then we evaluate our solution

proposed in Section IV and detail the related work in Sec-

tion V. We conclude with the discussion in Section VI, and

the conclusions and future works in Section VII.

II. ARCHITECTURE OF FT-FW

A. Overview

The firewall cluster is composed of two or more replica

firewalls (Fig. 1) always coupled two by two. Such replicas are

deployed in the local area network. We assume that, at least,

one of the replicas filters traffic and they all have the same

rule-set, so they deploy the same filtering policy. Each replica

has a software subsystem, the so-called connection tracking

system [3], which tracks connection evolution. The generic

and specific state information is stored in a hash table for

efficiency. We also assume that replicas are connected through

a dedicated link that is used to propagate state changes.

Fig. 1. Configuration Example

In this work, the meaning of stateful depends on whether we

refer to firewalls or protocols. We assume that, in the context

of stateful firewalls, all protocols are stateful and flows can

be, as we explained in the introduction, in two generic states:

new and established, so that UDP flows also have states even

if this is a stateless protocol. Of course, since TCP is a stateful

protocol (that has its own states), the connection tracking

can do closer inspection than UDP, and it can also internally

maintain the current TCP state to check for valid TCP state

transitions. Since the connection tracking must only inspect

packets and does not deny traffic, we require a new state to

explicitly drop invalid protocol sequences that we call invalid.

An example of the use of this state in a rule can be:

if tcp and state=invalid, deny

Thus, any TCP packet that triggers an invalid protocol state

transition is marked as invalid by the connection tracking

so that it can be denied with the previous example rule. Of

course, UDP flows never reach invalid states since UDP has

no specific protocol states although it does have generic states

(as described in the introduction). In this work we specifically

focus on TCP connection filtering in the evaluation, but the

proposed solution supports all other transport protocols both

stateful and stateless.

B. State Proxy

We propose an event-driven model (EDM) that facilitates

modularization and whose asynchronous nature meets well for

the performance requirements of stateful firewalls. Moreover,

the EDM is suitable for distributed systems and provides loose

coupling so that the solution can be easily adapted to changes.

The EDM provides a natural way to propagate changes: every

state change triggers an event that contains a tuple com-

posed of {AddressSRC , AddressDST , PortSRC , PortDST },
that uniquely identifies a flow, together with the generic and



the specific states. Events are handled by the state proxy which

decides what to do with them.

The state proxy (SP) is one of the key concepts of this

architecture. Basically, the SP guarantees that states are prop-

agated reliably among replica firewalls [4]. Our SP is a daemon

that listens to events of state change, maintains a cache with

current states, and sends state change notifications to other

replicas. We assume that every replica firewall that is part of

the cluster runs a SP. Our implementation of the connection

tracking system (CTS) provides a framework to subscribe to

state change events, dump and inject states so that the SP can

interact with the CTS. This framework offers three methods:

1) Dumping: it obtains the complete CTS state table, in-

cluding generic and specific states. This method is used

to perform a full resynchronization between the SP and

the CTS.

2) Injection: it inserts a set of states, this method is invoked

during the connection failover.

3) Subscription: it subscribes the SP to state change noti-

fications through events.

Every SP has two caches, one to hold local states, ie. those

states that belong to flows that this replica is filtering, the

so-called internal cache, and another one for foreign states,

ie. those states that belong to connections that are not being

filtered by this replica, the so-called external cache.

Initially, the SP invokes the dumping method to fully resyn-

chronize its internal cache with the CTS, and subscribes to

state change events to keep the internal cache up-to-date. State

changes are propagated via the dedicated link to other SPs that

keep foreign states in the external cache. Thus, the replication

consists of the following steps: a packet that belongs to a

flow triggers a state change when the primary firewall replica

performs the filtering and accepts it. Then, this state change

is notified through an event delivered to the SP. The SP then

updates its internal cache and propagates the state change to

other replicas via the dedicated link. This way, the backup

firewall SPs handle the state change received and insert it in

their external cache. We represent the FT-FW architecture in

Fig. 2.

Fig. 2. FT-FW Architecture

C. Connection Failover

The architecture described in this work is not dependent of

the failure-detection schema. So, we assume a failure-detection

software, e.g. an implementation of VRRP [5] [6].

If the primary replica firewall fails, the failure-detection

software selects the candidate-to-become-primary replica fire-

wall among all the backup replicas that will takeover the flows.

At the failover stage, the selected replica firewall invokes

the injection method that puts the set of states stored in the

external cache into the CTS. Later on, the daemon clears its

internal cache and issues a dump to obtain the new states

available in the CTS.

If a backup replica firewall fails and, later on, comes back to

life again (typical scenario of short-time power-cut and reboot

or a maintainance stop), the backup replica that just restarted

sends a full resynchronization request. If there is more than

one backup, to reduce the workload of the primary replica,

that backup may request the full state table to another backup

replica. Moreover, if this backup was a former primary replica

that has come back to life, we prevent any process of takeover

attempt by such replica until it is fully resynchronized.

III. FT-FW REPLICATION PROTOCOL

As said before, states need to be propagated reliably among

replicas since they are crucial to successfully recover flows

at the failover stage. For that task, we have to use a reliable

replication protocol that must improve the current state dura-

bility (CSD), which is the probability that the current state of

a flow has to survive failures [4]. Thus, the backup replicas

will be able to recover as much flows as possible during the

failover.

Initially, we could use any existing reliable transport pro-

tocol such as TCP to propagate state changes. However, TCP

can reduce CSD because of the latency introduced by in-

order delivery and congestion control mechanisms. The latency

problem is extracted from the following assumptions: in TCP,

a new bunch of data can be sent if the previous data sent was

acknowledged, and the size of the data sent cannot exceed the

receiver’s buffer size. Basically, this means that no new state

changes Si+1, Si+2, ..., Sn for the flow Fj can be sent until

the previous Si has been correctly received. Thus, the backups

hold a superseded state Si while the primary holds Si+1 for

a flow Fj during l seconds which equals the latency that TCP
introduces. Since latency reduces CSD, the probability that

the flow Fj can be appropriately recovered during the failover

decreases. Therefore, the replication protocol used must reduce

latency to improve CSD. Moreover, under message omission

situations, such as problems in the dedicated link, TCP ordered

data transfer also reduces CSD. Let’s assume the following

scenario: the primary firewall sends several state change

messages that are omitted due to a problem in a switch

that is part of the dedicated link. So, the TCP stack of the

backup notices message loss and requests retransmission via

acknowledgement, considering that the message with sequence

number k, which contains a state change Si for the flow

Fj , is omitted several times. Meanwhile, Fj state is updated,



therefore Si → Si+1. Once the message k is successfully
received, another messagem+n will follow later on, to update
the state of Fj . However, CSD decreases since the delivery of

m + n is delayed until m is successfully delivered. We have
also studied other existing transport protocols such as RUDP

[7], and SCTP [8] but they similarly reduce CSD. We have

found that DCCP [9] has a similar concern: it removes long

delays that TCP can cause. However, DCCP is targeted to

streaming applications.

In this work, we propose an efficient and reliable replication

protocol for cluster-based stateful firewalls (CBSF) based on

UDP. However, since UDP does not provide reliable commu-

nication, we have to add sequence-tracking mechanisms to

guarantee that states are propagated reliably. Our UDP-based

replication protocol must improve CSD (by reducing latency)

and efficiently handle message omission situations.

The replication protocol proposed is based on an incremen-

tal sequence number algorithm and it is composed of two parts:

the sender and the receiver. Basically, the sender transmits state

changes and control messages. The receiver waits for control

messages, which request explicit retransmission and confirm

correct reception. We assume that each flow Fj is represented

through an object, the so-called state object (SO), that stores

the current state Sj and the sequence numberm of the message
sent that contained such state change Sj .

In our protocol, we define three kinds of messages that

can be exchanged between replicas, two of them are control

messages (ACK and NACK) and one that contains state

changes:

- Positive Acknowledgment (ACK) is used to explicitely

confirm that a range of messages where correctly received

by the backup replica firewall.

- Negative Acknowledgment (NACK) explicitely requests

the retransmission of a range of messages that were not

delivered.

- State Data that contains state changes.

The sender and the receiver use three shared structures to

communicate with each other. The most important one is the

backlog list (bk list) which contains a list of SOs that are

waiting to confirm the correct delivery of the last state change

message sent. Thus, an SO is inserted in the bk list once

a state change happens and the corresponding state change

message is sent, and removed when the message delivery

is confirmed via ACK. We also introduce two queues, the

data queue and the ack queue. Since the receiver part does

not send messages, we define two queues that the receiver uses

to tell to the sender what messages it must transmit. Thus, the

data queue contains state changes that need to be retransmitted

(due to message omission) and the ack queue contains ACK

and NACK messages.

The main idea of the sender part is that it does not wait

for acknowledgements to send new data, thus it never stops

sending state changes. The state change messages are sent

via the send_state() method that annotates the sequence

number m used in the message and inserts the SO in the
bk list. If the SO already exists in the list, it is removed

and reinserted again at the end of the list to keep the bk list

ordered by sequence number so that search time is reduced.

In short, the task of the sender consist on 1) waiting for state

changes to be propagated and 2) waiting for ACK, NACK and

retransmission petitions to be inserted in the ack queue and

data queue respectively by the receiver. The sender logic is

implemented in the following pseudo-code:

sender:

initialization:

exp := 1

seqnum := 1

shared bk_list := {}

shared data_queue := {}

shared ack_queue := {}

procedure send_data(m, obj)

obj.sn := seqnum

seqnum := seqnum + 1

if obj is in bk_list:

remove(obj, bk_list)

add_tail(obj, bk_list)

else

add_tail(obj, bk_list)

send(m, obj.sn)

procedure send_ack(m)

seqnum := seqnum + 1

send(m, seqnum)

do forever:

for each {m, obj} in data_queue:

broadcast(m, obj)

remove({m, obj}, data_queue)

for each m in ack_queue:

send_ack(m)

remove(m, ack_queue)

The receiver is based on two ideas: messages received are

always delivered even if they are out of sequence, and only

the latest state change is inserted in the bk list, so we do

not keep the complete sequence of state changes but only the

last state reached. These ideas are extracted from the CTS

semantics since 1) we assume that there is no dependency

between states that talk about different flows and 2) we can

easily identify more recent states changes for they always have

higher sequence number than the older ones. If the receiver

sees an ACK, all the confirmed messages are removed from

the bk list. If a NACK message is received, omitted state

changes are extracted from the bk list and are inserted in the

data queue to be transmitted by the sender. The receiver part

can be implemented as follows:

receiver:

initialization:

exp := 1

seqnum := 1



queue := {}

shared bk_list := {}

shared data_queue := {}

shared ack_queue := {}

procedure enqueue_data(m)

add({m, obj}, data_queue)

procedure enqueue_ctl(type, exp, rcv):

m.type = type

m.from = exp

m.to = rcv - 1

add(m, ack_queue)

when receive(m, seqrcv):

if seqnum <> exp:

window := WINDOW_SIZE

enqueue_ctl(NACK, seqrcv, exp)

if --window = 0:

window := WINDOW_SIZE

from := seqrcv - WINDOW_SIZE

to := seqrcv

enqueue_ctl(ACK, from, to)

if is_ack(m):

for each obj in bk_list:

if obj.sn >= m.from and

obj.sn <= m.to:

remove(obj, queue)

if is_nack(m):

for each obj in bk_list

if obj.sn >= m.from and

obj.sn <= m.to:

enqueue_data(m, obj)

deliver(m)

As said earlier, the replication protocol also introduces the

use of selective positive acknowledgement (ACK) mechanisms

to confirm the correct delivery and reduce the size of the back-

log list. Since we use a list (search operations to retransmit

messages are 0(n)) the selective acknowledgement mechanism
guarantees that the bk list size is reduced, thus decreasing

search time. Of course, a more efficient data structure can be

used to get better search timing but we consider this discussion

out of the scope of this work. We assume that the ACK window

size is a tuneable parameter. Intuitively, if the window size is

small, the number of acknowledgments sent increases but the

retransmission queue is reduced. Due to space restrictions in

this work, we leave the best window size value for future

improvements.

If the receiver notices message omission situations, it inserts

a NACK in the ack queue that indicates the range of lost mes-

sages, ie. we enqueue an explicit request to resend messages

from a certain sequence a to another sequence b. Observe that
the number of messages n resent by the sender holds n ≤ b−a
since the messages that contains superseded state changes for

a certain flow are not retransmitted. Although the message

omission scenario could seem an unrealistic situation, it may

happen due to overruns in the sender/receiver buffer since our

protocol has no congestion control mechanisms. Particularly,

message omission cases are linked to heavy stress scenarios

in which the sender transmits more messages than the receiver

can handle. Nevertheless, our protocol reduces the number

of state changes that need to be retransmitted under these

situations.

To conclude, we present an example case of the behaviour of

our protocol under message omission (Fig. 3) where messages

with sequence numbers seq+1 and seq+2 are omitted. Such
messages contain state changes S1 and S2 regarding flow F1

respectively. However, sequence number seq+3 regarding flow
F2 is correctly delivered to the backup replica firewalls. This

backup replica notices that two messages got lost, and thus,

explicitely requests messages from seq+1 to seq+2 by means
of a NACK. Then, the sender side notices that both messages

contained two state changes regarding the same flow F1. So, it

sends only one message with sequence number seq+3 contain-
ing the last state S2 reached by the connection F1. Therefore,

no old messages that contain superseded states are resent. As

said, this behaviour differs from other reliable protocols such

as TCP that would retransmit every lost message.

Primary

replica

Backup

replica

<state-change(C1,S0), seq> 
State(C1) = S0

State(C1) = S1
<state-change(C1,S1),seq+1> 

State(C1) = S0

State(C2) = S0

<state-change(C1,S2),seq+2> 

<state-change(C2,S0),seq+3> 

<nack (seq+1)>

<state-change(C2,S2),seq+4> 

State(C2) = S0

State(C1) = S2

State(C1) = S2

State(C1) = S2

Fig. 3. Message omission situation

IV. EVALUATION

To evaluate FT-FW, we have implemented a state proxy

daemon for stateful firewalls, the so-called conntrackd (con-

nection tracking daemon) [10]. This software is a userspace

program written in C that runs on Linux. We did not use any

optimization in the compilation.

The testbed environment is composed of AMD Opteron

dual core 2.2GHz hosts connected to an 1 GEthernet network.

The schema is composed of four hosts: host A and B that

act as workstations and FW1 and FW2 that are the firewalls

(Fig. 4). We have adopted a Primary-Backup configuration

for simplicity. Thus, FW1 acts as Primary and FW2 acts as

Backup. In order to evaluate the solution, we reproduce a

very hostile scenario in which one of the hosts generates lots

of short connections. Thus, generating loads of state change

messages. Specifically, the host A requests HTML files of 4

KBytes to host B that runs a web server. We created up to



2500 GET HTTP requests per second (maximum connection

rate reached with the testbed used). For the test case, we have

used the Apache webserver and a simple client HTML suite

have been used.

Fig. 4. Primary-Backup testbed environment

A. CPU overhead

We have measured CPU consumption in FW1 and FW2 with

and without full state replication. The tool cyclesoak [11] has

been used to obtain accurate CPU consumption measurements.

For the sake of simplicity, we use a reduced version of the

graph of TCP states (Fig. 5).

Fig. 5. Simplified graph of TCP states

Since each TCP connection has 6 possible state changes,

each HTTP request generates up to 6 * total number of

requests. The results obtained in the experimentation have

been expressed in a graph (Fig. 6). In the primary, the full

state replication is CPU consuming, reaching up to 42.7% of

CPU load. Although this only means 25% more than without

replication. On the other hand, the backup consumes 11%

of CPU due to the state replication - the backup does not

filter packets. Not surprisingly, the full replication of short

connection is costly due to the amount of states propagated.

Anyhow, the CPU consumption observed is affordable for

CBSFs deployed on off-the-shelf equipments since they come

with several low cost processors (SMP and hyperthreading)

these days. Thus, we can conclude that FT-FW guarantees the

connection recovery at the cost of requiring CPU power.

B. Round Trip

In order to obtain the delay that FT-FW introduces in

client responses, we have created up to 1700 HTTP GET

requests per second while measuring the round trip time of

an ICMP echo request/reply (ping pong time) from host A to

B with and without replication enabled. The results has been

expressed in the following table (in milliseconds):
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HTTP GET rps w/o replication w/ replication

1500 238.5 246

1700 243 247

As we can observe, the increment in the round trip time

is between 4 and 7 milliseconds so that we can say that the

delay introduced in clients responses is negligible.

C. Recovery Time

We have also measured the time needed to inject SOs

that represents connections from the proxy daemon’s external

cache to the in-kernel CTS. The results (Fig. 7) show that the

injection of 20000 state objects is close to 180 ms, which is an

affordable delay. Another obvious conclusion extracted from

the results obtained is that the time required to inject objects

increases linearly.
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We can conclude from the results that FT-FW requires extra

CPU power in order to improve CSD of CBSF but has a

negligible impact in terms of client response time.

V. RELATEDWORK

Several works have proposed fault tolerance solutions for

web servers. Such approaches can be applied to CBSF. In



[12], the authors propose the use of a userspace proxy that

sends HTTP requests to the primary and the backup node.

The primary node replies to the proxy that sends a copy of the

reply packet to the backup node before it is sent to the client.

This solution introduces high overhead in the communications.

The same authors also propose an in-kernel implementation

[13] to reduce the overhead. However, the throughput is still

reduced around 50% in a 10/100Mbit network. In [14], a

client-dependant solution is proposed. In case of failure, the

client migrates the connection to a different server. The main

drawback of this solution is that it requires the modification

of the client side.

An efficient connection failover for web servers is detailed

in [15]. This solution is client-transparent, it just requires

server side modifications, and does not require extra hardware.

The main idea consists of a backup TCP (BTCP) stack

implementation that is a silent version of TCP. The web

servers, back-ends, are organized into a ring. Each time a

request is received, the balancer sends forwards the request to

the primary server as well as to the backup. The backup keeps

a backup socket structure that contains the request state. Since

the BTCP stack nevers see incoming traffic, some important in-

formation has to be inferred, so the authors propose a complete

logic to infer such information. Also two improvements are

proposed. The evaluation is done in a 100 Mbit network. This

solution has similarities with fault tolerant TCP approaches

such as FT-TCP [16] whose key concept are the loggers, a

software component that stores in the backup replica all the

packets processed by the primary replica via network tapping

techniques. In case of failure, the backup replays the complete

communication until the last consistent state before the failure

is reached. This solution may be applied to the scenario

described in this work. However, it does not scale well for long

connections with high data exchange rates. We must take into

account that long established communications that involves

the exchange of tons of packets that have to be stored by the

logger may require long time to recover since the logger would

need to replay all the packets to reach the last connection state.

For our purposes, this is not required since we only need the

last state reached to recover a connection. FT-TCP approaches

are stuck on the Primary-Backup setting, thus load balancing

cannot be easily deployed, and are too protocol centric (they

only enforce TCP recovery). Moreover, the authors of FT-TCP

do not cover the loggers’ machine failure.

A state replication solution based on Remote Direct Mem-

ory Access (RDMA) mechanisms has already been presented

[17]. This approach is not protocol dependent and allows state

propagation by moving data from the memory of one replica

into that of another without involving the protocol stack, which

theoretically permits low latency networking and decreases

the overhead introduced by the protocol stack. The solution

proposed in such work is to migrates the states to the backup

replica on the event of a fault. However, this approach has

several drawbacks:

- The solution assumes that the failure does not happen in

the memory space that stores state information.

- The architecture proposed requires a new piece of hard-

ware (an intelligent card) that incurs an extra cost that

needs to be assumed.

- The porting of the existing high availability solutions to

work on such hardware would also be required.

- RDMA mechanisms have been specifically designed for

high performance computing (HPC). However, the tech-

nology may result intrusive in the scenario described in

this work.

In [18], the authors of this work propose preliminary

design ideas and a set of problematic scenarios to define an

architecture to ensure the availability of stateful firewalls. A

Primary/Backup setting is presented. Such solution is based on

an event-driven model and describes the Stateful Networking

Equipments (SNE) library. Such library extends existing HA

solutions to enable highly available firewalls and routers.

Similarly, the authors of [19] have proposed an event-driven

fault-tolerant solution for VoIP which implements an HA

middleware to save or restore states on the event of failures.

VI. DISCUSSION

The FT-FW solution does not guarantee that firewall replicas

contain the same set of states at any time, ie. we cannot guaran-

tee that replicas are one-copy equivalences as in database fault-

tolerant solutions. Although database transaction schemes pro-

vide CSD of 1 for all states, they are too heavyweight for

the scenario covered in this work since it would roughly

degradate clients responses. Our target is to improve CSD

without harming performance.

Nevertheless, since replicas are not one-copy equivalences,

we do not know how many state changes were not successfully

propagated. Consider the following example:

1) A packet triggers a state change. Thus, the state variable

associated to the flow Fi is updated: Sn → Sn+1.

2) The state change of Fi from Sn → Sn+1 sends through

an event to the SP. However, a failure happens before

the state proxy propagates the state change through the

dedicated link to other replicas.

3) Backup firewalls remain in state Sn but the flow Fi is

in state Sn+1 in the primary replica. Thus, the backup

would not be able to recover the flow Fi.

The problem detailed above is related to the asynchronous

nature of FT-FW. As said, although synchronous solutions

(such as database transaction schemas) guarantee the one-copy

equivalence property, the performance drop incurred would be

unaffordable. So, to estimate the number of state changes that

may not be replicated due to a failure, we can calculate the

rate of out of date state objects in the backup replicas with

the following formula:

θ =
NIC tx ring size (in packets)

number of states objects

Let’s assume a hardware failure in a busy primary firewall

which is filtering 20000 flows, and whose NIC transmission

ring is of 1000 packets. If the tx ring is full during the

failure, ie. the ring holds 1000 packets with state changes



(assuming one packet per state change), the rate of out-

of-date state objects in the backup firewalls is θ = 0.05.
If these state changes represent the generic state transition

new → established, the backup replica that will replace the

primary replica would not be able to recover 5% of the

established flows.

To solve this limitation, if the flow recovery fails, we may

try to pickup unrecovered flows from their previous states.

Another solution would be to limit the size of the NIC tx

buffer ring to reduce the number of state changes that may

be lost during the failure. We have also observed that, in the

initial stages of a flow, the clients usually transparently retry

after a short timeout if no response is received, doing the same

with the flow teardown.

VII. CONCLUSION AND FUTURE WORKS

In this work we have proposed a fault-tolerant solution

for cluster-based stateful firewalls known as FT-FW (Fault

Tolerant FireWall) that has negligible impact in terms of

performance. The architecture follows an event-driven model

that guarantees simplicity. Also, fast client responses and quick

recovery are guaranteed, and no extra hardware is required.

The solution proposed is not dependent of the failure detection

schema nor the layer 3 and 4 protocols that the firewalls filter.

The FT-FW replication protocol improves CSD since the

sender never stops sending messages and the receiver handles

all messages (even those that are out of sequence). The

protocol reduces the number of retransmitted messages under

message omission situations so that it scales better than any

other existing transport protocol for CBSF.

As future works, we are dealing with several optimizations

to reduce CPU consumption without harming CSD in envi-

ronments with limited resources such as embedded systems.

We also plan to study multi-primary scenarios in which more

than one firewall filters traffic at the same time.
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Abstract. Many research has been done with regards to firewalls during
the last decade. Specifically, the main research efforts have focused on
improving the computational complexity of packet classification and en-
suring the rule-set consistency. Nevertheless, other aspects such as fault-
tolerance of stateful firewalls still remain open. Continued availability of
firewalls has become a critical factor for companies and public adminis-
tration. Classic fault-tolerant solutions based on redundancy and health
checking mechanisms does not success to fulfil the requirements of state-
ful firewalls. In this work we detail FT-FW, a scalable software-based
transparent flow failover mechanism for stateful firewalls, from the mul-
tiprimary perspective. Our solution is a reactive fault-tolerance approach
at application level that has a negligible impact in terms of network la-
tency. On top of this, quick recovery from failures and fast responses
to clients are guaranteed. The solution is suitable for low cost off-the-
shelf systems, it supports multiprimary workload sharing scenarios and
no extra hardware is required 3.

1 Introduction

Firewalls have become crucial network elements to improve network security.
Firewalls separate several network segments and enforce filtering policies which
determine what packets are allowed to enter and leave the network. Filtering
policies are defined by means of rule-sets, containing each rule a set of selectors
that match packet fields and the action to be issued, such as accept or deny.
There are many problems that firewalls have to face in modern networks:

1. Rule set design. Firewall rule languages tend to be very low level. Thus,
writing a rule set is a very difficult task [1] and usually requires an in-
depth knowledge of a particular firewalls’ internal working. Furthermore,
each vendor has its own firewall language. The research community is trying
to construct a standard language to express rule-sets that compile as many
specific low level languages as possible [2].

2. Rule set consistency. When rules are expressed using wildcards (i.e. filter-
ing entire subnets instead of single IPs) then the rules may not be disjoint.

3
This work has been partially supported by the Spanish Ministerio de Educación y Ciencia through a coordinated
research project(grant DPI2006-15476-C02-00) and Feder (ERDF).



In such a situation rule ordering is important and it can introduce a con-
sistency problem. Moreover, if on the route from the sender to the destina-
tion, multiple firewalls are crossed, a consistency problem can be introduced
between the rule-sets of firewalls. Building a consistent inter-firewall and
intra-firewall rule-set is a difficult task, and even more challenging if it must
support frequent dynamic updates [3]. Also, several works have focused on
solving consistency and conformity problems in rule-sets and also in dis-
tributed environments [4] [5] [6].

3. Computational complexity. As each packet must be checked against a
list of ordered rules (or unordered if rule-sets are designed in positive logic),
the time required for filtering grows in different orders depending on the al-
gorithm and data structure used [7]. Conversely, performant algorithms, may
require great memory occupation or dedicated hardware, which is another
important parameter to take into account.

4. Fault tolerance. Firewalls inherently introduce a single point of failure in
the network schema. Thus, a failure in the firewall results in temporary isola-
tion of the protected network segments during reparation. Failures can arise
due to hardware-related problems, such as problems in the power supply,
bus, memory errors, etc. and software-related problems such as bugs. This
can be overcome with redundancy and health check monitor techniques. The
idea consists of having several firewall replicas: one that filters flows (primary
replica), and others that (backup replicas) are ready to recover the services
as soon as failure arises (See Fig. 1).

However, system-level redundancy is insufficient for Stateful Firewalls. State-
ful firewalls extend the firewall capabilities to allow system administrators define
state-based flow filtering. The stateful capabilities are enabled by means of the
connection tracking system (CTS) [8]. The CTS performs a correctness check
upon the protocols that it gateways. This is implemented through a finite state
automaton for each supported protocol that determines what protocol transi-
tions are valid. The CTS stores several aspects of the evolution of a flow in a set
of variables that compose a state. This information can be used to deny packets
that trigger invalid state transitions. Thus, the system administrator can use the
states to define more intelligent and finer filter policies that provide higher level
of security.

Let’s assume the following example to clarify the fault-tolerance problem in
stateful firewall environments: the primary firewall replica fails while there is
an established TCP connection. Then, one of the backup replicas is selected
to become primary and recover the filtering. However, since the new primary
replica has not seen any packets for that existing connection, the CTS of the
new primary firewall replica considers that TCP PSH packets of non-existing
connections triggers an invalid state transition. With the appropriate stateful
rule-set, this TCP connection will not be recovered since this packet triggers
an invalid state transition (the first packet seen does not belong to any known
established connection by the new primary firewall replica cannot be a TCP PSH
packet). Thus, the packets are denied and the connection has to be re-established



4. Therefore, the redundant solution requires a replication protocol to guarantee
that the flow states are known by all replica firewalls.

In this work, we specifically focus on solving the fault-tolerance problem. We
extend the FT-FW (Fault Tolerant FireWall) [10], a reactive fault-tolerant solu-
tion for stateful firewalls, from the multiprimary setup perspective in which sev-
eral replica firewalls can share workload. This solution guarantees transparency,
simplicity, protocol independency, failure-detection independency and low cost.
We extend our existing work to fulfil the scalability requirements of a multipri-
mary setting.

The main idea of our proposal is an event-driven model to reliably propagate
states among replica firewalls in order to enable fault-tolerant stateful firewalls.
The key concepts of FT-FW are the state proxy and the reliable replication
protocol. The state proxy is a process that runs on every replica firewall and
waits for events of state changes. This process propagates state changes between
replicas and keeps a cache with current connection states. State propagation is
done by means of the proposed reliable multicast IP protocol that resolves the
replication.

The paper is organized as follows: in Section 3 we formalize the system model.
In Section 4 we detail the architecture of FT-FW. The state proxy design is
detailed in Section 4.1. The proposed replication protocol is described in Sec-
tion 4.2. We focus on the specific multiprimary support in Section 5. Then we
evaluate our solution proposed in Section 6 and detail the related work in Sec-
tion 2. We conclude with the conclusions and future works in Section 7.

2 Related Work

Many generic architectures have been proposed to achieve fault-tolerance of net-
work equipments with a specific focus on web servers and TCP connections [11]
[12] [13] [14]. In these works, the authors cover scenarios where the complete
state history has to be sent to the backup replicas to successfully recover the
connections. Most of them are limited to 10/100 Mbit networks. These solutions
can also be used to implement fault-tolerant stateful firewalls; however, they do
not exploit the firewall semantics detailed in the system model (specifically def-
inition 11). A state replication based on extra hardware has been also proposed
[15]. Specifically, the authors use Remote Direct Memory Access (RDMA) mech-
anisms [15] to transfer states. This solution implies an extra cost and the use of
a technology that may result intrusive and out of the scope of high performance
computing clusters.

To the best of our knowledge, the only similar research in the domain of fire-
walls that we have found is [16]. This work is targeted to provide a fault-tolerant
architecture for stateless firewalls with hash-based load-balancing support. We
have used this idea in Sec. 5 to enable workload sharing without the need of a
load balancing director.

4 In our current work, we provide a detailed scenario in the website of the FT-FW
implementation [9].



With regard to replication protocols suitable for CBSF, we have found TIPC
[17] is a generic protocol designed for use in clustered computer environments,
allowing designers to create applications that can communicate quickly and reli-
ably with other applications regardless of their location within the cluster. TIPC
is highly configurable and covers different cluster-based setups. This protocol is
suitable for the scenario described in this work. The generic nature of TIPC
makes it hard for it to fulfil the policies 1, 2 and 3.

In [18], the authors of this work propose preliminary design ideas and a set
of problematic scenarios to define an architecture to ensure the availability of
stateful firewalls. The authors of this work detail the FT-FW architecture from
the Primary-Backup perspective in [10].

In the industry field, there are several proprietary commercial solutions such
as CheckPoint Firewall-1, StoneGate and Cisco PIX that offer a highly avail-
able stateful firewall for their products. However, as far as we know, there is
only documentation on how to install and configure the stateful failover. In the
OpenSource world, the OpenBSD project provides a fault-tolerant solution for
their stateful firewall [19]. The solution is embedded into the firewall code and
the replication protocol is based on unreliable Multicast IP and it also has sup-
port for multiprimary setups. The project lacks of internal design documentation
apart from the source code. Other existing projects such as Linux-HA [20] only
focus on system-level fault-tolerance so it does not cover the problem discussed
in our work.

3 Definitions and Notation

The formalization of the stateful firewall model is out of the scope of this work
as other works have already proposed a model [21]. Nevertheless, we formalize
the definitions extracted from the fault-tolerant stateful firewall semantics that
are useful for the aim of this work:

Definition 1. Fault-tolerant stateful firewall cluster: it is a set of state-
ful replica firewalls fw = {fw1, ..., fwn} where n ≥ 2 (See Fig. 1). The number
of replica firewalls n that compose the cluster depends on the availability re-
quirements of the protected network segments and their services, the cost of
adding a replica firewall, and the workload that the firewall cluster has to sup-
port. We also assume that failures are independent between them so that adding
new replica firewalls improve availability. The set of replica firewalls fw are con-
nected through a dedicated link and they are deployed in the local area network.
We may use more than one dedicated link for redundancy purposes. Thus, if one
dedicated link fails, we can failover to another.

Definition 2. Cluster rule-set: Every replica firewall has the same rule-set.
Definition 3. Flow filtering: A stateful firewall fwx filters a set of flows

Fx = {F1, F2, ..., Fn}.
Definition 4. Multiprimary cluster: We assume that one or more firewall

replicas deploy the filtering at the same time, the so-called primary replicas, while
others act as backup replicas.



Fig. 1. Stateful firewall cluster of order 2 and order 3 respectively

Definition 5. Failure detection: We assume a failure detection manager,
eg. an implementation of VRRP [22], that detects failures by means of heart-
beat tokens. Basically, the replicas send a heartbeat token to each other every t
seconds, if one of the replicas stops sending the heartbeat token, it is supposed
to be in failure. This failure detection mechanism is complemented with several
multilayer checkings such as link status detection and checksumming. This man-
ager is also responsible of selecting which replica runs as primary and which one
acts as backup. Also, we assume that the manager runs on every firewall replica
belonging the cluster.

Definition 6: Flow durability (FD): The FD is the probability that a
flow has to survive failures. If FD is 1 the replica firewall can recover all the
existing flows. In this work, we introduce a trade-off between the FD and the
performance requirements of cluster-based stateful firewalls.

Definition 7. Flow state: Every flow Fi in F is in a state Sk in an instant
of time t.

Definition 8. State determinism: The flow states are a finite set of de-
terministic states s = {S1, S2, ..., Sn}.

Definition 9. Maximum state lifetime: Every state Sk has a maximum
lifetime Tk. If the state Sk reaches the maximum lifetime Tk, we consider that
the flow Fj is not behaving as expected, eg. one of the peers has shutdown due
to a power failure without closing the flow appropriately.

Definition 10. State variables: Every state Sk is composed of a finite sets
of variables Sk = {v1, v2, ..., vj}. The change of the value of a certain variable va
may trigger a state change Sk → Sk+1.

Definition 11. State history: The backup replica does not have to store
the complete state history S1 → S2 → ... → Sk to reach the consistent state Sk.
Thus, the backup only has to know the last state Sk to recover the flow Fi.

Definition 12. State classification: The set of states s can be classified
in two subsets: transitional and stable states. These subsets are useful to notice
if the effort required to replicate one state change is worthwhile or not:



– Transitional states (TS) are those that are likely to be superseded by another
state change in short time. Thus, TS have a very short lifetime.

– Stable States (SS) are long standing states (the opposite of TS).

We have formalized this state classification as the function of the probability
(P ) of the event of a state change (X). Let t be the current state age. Let Tk

be the maximum lifetime of a certain state. For the flow Fj the current state
Sk, we define the probability Px that a TS can be superseded by another state
change can be expressed as:

Px(t, Sk) =

{
1− δ(t, Sk) if (0 ≤ t < Tk)
0 if (t ≥ Tk)

And the probability Py that a SS can be superseded by a state change can
be expressed as:

Py(t, Sk) = 1− Px(t, Sk)

This formalization is a representation of the probability that a state can be
replaced by another state as time goes by. Both definitions depend on the δ(t, Sk)
function that determines how the probability of a state change Sk increases, e.g.
linearly, exponential, etc. The states can behave as SS or TS depending on
their nature, eg. initial TCP handshake and closure packets (SYN, SYN-ACK
and FIN, FIN-ACK, ACK respectively) trigger TS and TCP ACK after SYN-
ACK triggers TCP Established which usually behaves as SS. Network latency is
another important factor because if latency is high, all the states tend to behave
as SS. In practise, we can define a simple δ(t, Sk) that depends on the acceptable
network latency l:

δx(t, Sk) =

{
1 if t > (2 ∗ l)
0 if t ≤ (2 ∗ l)

The acceptable network latency l depends on the communication technology,
eg. on a wired line the acceptable latency is 100 ms and in satellite links 250 ms.

For the aim of this work, we focus on ensuring the durability of SS as they
have a more significant impact on the probability that a flow can survive failures.
This means that our main concern is to ensure that long standing flows can
survive failures because the interruption of these flows lead to several problems
such as:

1. Extra monetary cost for an organization, eg. if the VoIP communications are
disrupted, the users would have to be re-called with the resulting extra cost.

2. Multimedia streaming applications breakage, eg. Internet video and radio
broadcasting disruptions.

3. Remote control utility breakage, eg. SSH connections closure.
4. The interruption of a big data transfer between two peers, eg. peer to peer

bulk downloads.

Nevertheless, the high durability of TS is also desired; however, they are less
important than SS since their influence on the FD is smaller.



4 FT-FW Architecture

The FT-FW architecture is composed of two blocks: the state proxy and the
efficient and scalable replication protocol.

4.1 State Proxy

From the software perspective, each replica firewall is composed of two parts:

1. The connection tracking system (CTS): the system that tracks the state
evolution of the connections. This software block is part of a stateful firewall,
and the packet filter uses this state information to filter traffic [8].

2. The state proxy (SP): the application that reliably propagates state changes
among replica firewalls [23].

In order to communicate both parts, we propose an event-driven architecture
(EDA) which provides a natural way to propagate changes: every state change
triggers an event that contains a tuple composed of {AddressSRC , AddressDST ,
PortSRC , PortDST , P rotocol}, that uniquely identifies a flow, together with the
set of variables that compose a state Sk = {v1, v2, ..., vn}. Thus, the CTS sends
events in response to state changes. These events are handled by the SP which
decides what to do with them. We have classified events into three types [18]:
new, which details a flow that just started; update, which tells about an update
in an opened flow and destroy, which notifies the closure of an existing flow.

The EDA facilities modularization and reduces dependencies since the CTS
and the SP are loosely coupled. Moreover, its asynchronous nature suits well for
the performance requirements of stateful firewalls.

We have modified the CTS to implement a framework to subscribe to state
change events, dump states and inject them so that the SP can interact with the
CTS. The number of changes required to introduce this framework in the CTS
is minimal. This framework makes the FT-FW architecture independent of the
CTS implementation since we clearly delimit the CTS and the SP functionalities.
Also, the FT-FW solution allows the system architect to add support for fault
tolerance in a plug-and-play fashion, ie. the system architect only has to launch
the SP in runtime and add new replica firewalls to enable FT-FW. The CTS
framework offers three methods to the SP:

1. Dumping: it obtains the complete CTS state table, including generic and spe-
cific states. This method is used to perform a full resynchronization between
the SP and the CTS.

2. Injection: it inserts a set of states, this method is invoked during the con-
nection failover.

3. Subscription: it subscribes the SP to state-change notifications through events.

The SP listens to events of state change, maintains a cache with current
states, and sends state-change notifications to other replicas. We assume that
every replica firewall that is part of the cluster runs a SP. Every SP has two
caches:



– The internal cache which holds local states, ie. those states that belong to
flows that this replica is filtering. These states can be a subset of states
subset(s) of the set of states s held in the CTS. This is particularly useful
if the system architect does not want to guarantee the FD of certain flows
whose nature is unreliable, eg. the UDP name resolution flows (UDP DNS)
that are usually reissued in short if there is no reply from the DNS server.
Thus, we assume that the CTS provides an event filtering facility to ignore
certain flows whose state the SP does not store in the internal cache.

– The external cache which hold foreign states, ie. those states that belong to
connections that are not being filtered by this replica. If the firewall cluster is
composed of n replicas, the number of external caches is n− 1 at maximum.
Thus, there is an external cache for every firewall replica in the cluster so
that, when a failure arises in one of the firewall replicas fwy, one of the
backups fwx is selected to inject the flow states stored in its external cache
fwy.

We represent the FT-FW architecture for three replica firewalls and the in-
teraction between the blocks in Fig. 2. Note that, in this particular case, the
number of external caches is two so that every replica firewall can recover the
filtering of the other two replicas at any moment.

Fig. 2. FT-FW Architecture of order 3

At startup, the SP invokes the dumping method to fully resynchronize its
internal cache with the CTS, and subscribes to state change events to keep
the internal cache up-to-date. The flows are mapped into a state objects which
are stored in the internal cache. We also assume that the events that the CTS
generates are mapped into temporary state objects that are used to update the
internal cache.

Definition 13. State object: We assume that every flow Fj is mapped
into an state object (SO). This SO has an attribute lastseq seen to store the
last sequence number m of the message sent that contained the state change
Sk−1 → Sk. This sequence number is updated when send msg() is invoked.



The purpose of this sequence number attribute is to perform an efficient state
replication under message omission and congestion situations as we detail in the
replication protocol section.

The operation of the SP consists of the following: A packet p that is part of an
existing flow Fj may trigger a state change Sk−1 → Sk when the primary replica
firewall succesfully finds a match in the rule-set for p. If such state change occurs,
it is notified through an event delivered to the SP. The SP updates its internal
cache and propagates the state change to other replicas via the dedicated link
(See Algorithm. 1 for the implementation of the internal cache routine). Thus,
the backup firewall SPs handle the state change received and insert it in their
external cache (See Algorithm. 2 for the implementation of the external cache
routine).

internal ← create cache();1

dump states from CTS(internal);2

subscribe to CTS events();3

for ever do4

object ← read event from CTS();5

switch event type(object) do6

case new7

cache add(internal, object);8

end9

case update10

cache update(internal, object);11

end12

case destroy13

cache del(internal, object);14

end15

end16

send msg(object);17

end18

Algorithm 1: Internal cache routine

The function send msg() converts the object which represents the state
change event into network message format and sends it to the other replicas.
The function recv msg() receives and converts the network message format into
a state object. The implementation of these functions is discussed in the repli-
cation protocol.

4.2 Replication Protocol

In this work, we propose an asynchronous replication protocol to replicate state
changes between replica firewall. This protocol trades off with the FD (definition
6) and performance. The FT-FW protocol also handles link congestions and mes-



external ← create cache();1

request resync(external);2

for ever do3

object ← read msg();4

switch event type(object) do5

case new6

cache add(external, object);7

end8

case update9

cache update(external, object);10

end11

case destroy12

cache del(external, object);13

end14

end15

end16

Algorithm 2: External cache routine

sage omission situations efficiently by exploiting the stateful firewall semantics,
specifically definition 11.

Definition 14. Message omission handling: Given two messages with
sequence number m and m + k that contains state changes Sk−2 → Sk−1 and
Sk−1 → Sk respectively. If both messages are omitted, only the state change
Sk−1 → Sk is retransmitted since, due to definition 11, the old state changes,
such as Sk−2 → Sk+1 does not improve the FD.

Replication has been studied in many areas, especially in distributed sys-
tems for fault-tolerance purposes and in databases [24] [25]. These replication
protocols (RP) may vary from synchronous to asynchronous behaviours:

1. Synchronous (also known as eager replication): These RPs are implemented
through transactions that guarantee a high degree of consistency (in the con-
text of this work, this means a FD close to 1). However, they would roughly
reduce performance in the cluster-based stateful firewall environment. With
a synchronous solution, the packets that trigger state changes must wait un-
til all backup replicas have successfully updated their state synchronously.
This approach would introduce an unaffordable latency in the traffic deliv-
ery. The adoption of this approach would particularly harm real-time traffic
and the bandwidth throughput.

2. Asynchronous (also known as lazy replication): This approach speeds up the
processing in return of it reduces the level of consistency between the repli-
cas and increasing the complexity. From the database point of view, a high
degree of data consistency is desired so this approach usually makes asyn-
chronous solutions unsuitable. However, in the context of stateful firewalls,
the asynchronous replication ensures efficient communication which helps to
avoid quality of service degradation.



Therefore, we have selected an asynchronous solution which allows the packet
to leave the primary firewall before the state has been replicated to other backup
replicas. We propose an efficient and reliable replication protocol for cluster-
based stateful firewalls (CBSF) based on Multicast IP. Our protocol uses se-
quence tracking mechanisms to guarantee that states propagate reliably. Al-
though message omissions are unlikely in the local area, communication reliabil-
ity is a desired property of fault-tolerant systems.

In our protocol, we define three kinds of messages that can be exchanged
between replicas, two of them are control messages (Ack and Nack) and one
that contains state changes:

- Positive Acknowledgment (Ack) is used to explicitly confirm that a range of
messages were correctly received by the backup replica firewall.

- Negative Acknowledgment (Nack) explicitely requests the retransmission of
a range of messages that were not delivered.

- State Data contains the state change Sk−1 → Sk for a given flow Fj . This
message contains the subset of variables v = {v1, ..., vn} that has changed.

Our replication protocol is based on an incremental sequence number algo-
rithm and it is composed of two parts: the sender and the receiver. The sender
and the receiver are implemented through send msg() and recv msg() respec-
tively (See Algorithm.3 and Algorithm. 4). Basically, the sender transmits state
changes and control messages and the receiver waits for control messages, which
request explicit retransmission and confirm correct reception.

We formalize the behaviour of the replication protocol with the following
policies:

Policy 1. Sender Policy: The sender does not wait for acknowledgments to
send new data. Thus, its behaviour is asynchronous since it never stops sending
state changes.

Policy 2: Receiver policy: The receiver always delivers the messages re-
ceived even if they are out of sequence. This policy is extracted from the defini-
tion 11.

Policy 3: Receiver acknowledgment policy: The receiver schedules an
acknowledgment when we receive WINDOW SIZE messages correctly, and
negative acknowledges the range of those messages that were not delivered ap-
propriately. The best value of WINDOW SIZE is left for future works due to
space restrictions.

5 Multiprimary support

The FT-FW architecture supports several workloads sharing multi-primary se-
tups in which several replica firewalls act as primary. Thus, more than one replica
firewall can filter traffic at the same time. This is particularly important to en-
sure that the solution proposed scales up well. Specifically, our solution covers
two approaches: the symmetric and the asymmetric path workload sharing.



switch typeof(parameters) do1

case Ack2

msg ← build ack msg(from, to);3

end4

case Nack5

msg ← build nack msg(from, to);6

end7

case Data8

object.lastseq seen = seq;9

if is enqueued(retransmission queue, object) then10

queue del(retransmission queue, object);11

queue add(retransmission queue, object);12

else13

queue add(retransmission queue, object);14

end15

msg ← build data msg(seq, object);16

end17

send(msg);18

seq ← seq + 1;19

end20

Algorithm 3: Implementation of send msg()

Symmetric path: in this approach, the same replica firewall always filters the
original and reply packets. Therefore, we apply per-flow workload sharing. Thus,
the replica firewalls can act as primary for a subset F1 of flows and as backup
another subset of flows F2 at the same, being F1 U F2 the complete set of flows
that both firewalls are filtering.

For the symmetric path approach. We consider two possible setups depending
on the load balancing policy, they are:

- Static. The system administrator or the DHCP server configures the clients
to use different firewalls as gateway, ie. the client A is configured to use the
gateway G1 and the client B uses the gateway G2. And so, if the gateway
G2 fails, the gateway G1 takes over B’s connections. Thus, the same firewall
filters traffic for the same set of clients (statically grouped) until failure.

- Dynamic. Flows are distributed between replica firewalls by means of hash-
based load balancing similar to what is described in [16]. The tuple t =
{AddressSRC , AddressDST , PortSRC , PortDST } which identifies a flow Fj

is used to determine which replica filters each flow. Basically, the tuple t is
hashed and the modulo of the result by the number of replicas tells which
replica has to filter the flow, eg. given two replicas fw0 and fw1, if h(t) mod
2 returns 0 then the replica firewall fw0 filters the flow. For this solution we
assume that all replica firewalls use a multicast MAC address and the same
IP configuration so that they all receive the same packets. This approach
does not require any load balancing director.



msg ← recv();1

n ← msg.sender node;2

if after(msg.seq, lastseq seen[n] + 1) then3

confirmed ← WINDOW SIZE - window[n];4

send msg(Ack, n, lastseq seen[n] - confirmed, lastseq seen[n]);5

send msg(Nack, n, lastseq seen[n] + 1, msg.seq);6

window[n] ← WINDOW SIZE;7

else8

window[n] ← window[n] - 1;9

end10

if window[n] = 0 then11

window[n] ← WINDOW SIZE;12

from ← msg.seq - WINDOW SIZE;13

send msg(Ack, n, from, msg.seq);14

end15

if msg type(msg) = Ack then16

foreach object i in the retransmission queue[n] do17

if between(msg.from, seq(i), msg.to) then18

queue del(object);19

end20

end21

end22

if msg type(msg) = Nack then23

foreach object i in the retransmission queue[n] do24

if between(msg.from, seq(i), msg.to) then25

send msg(object);26

end27

end28

end29

lastseq seen[n] ← msg.seq;30

deliver(msg)31

Algorithm 4: Implementation of recv msg()

The external cache policy in symmetric path is write back (WB), ie. the states
are only injected to the CTS in case of failure.

Asymmetric path: in this setup, any replica firewall may filter a packet that
belongs to a flow. Therefore, we apply per-packet workload sharing. In this case,
we assum that the original and reply packets may be filtered by different replica
firewalls. Again, we consider two possible setups depending on the workload
sharing policy, they are:

- Static. The system administrator has configured firewall fwn as default route
for original packets and fwn+1 as default route for reply packets.

- Dynamic. The routes for the original and reply packets may dynamically
change based on shortest path first routing policies, as it happens in OSPF



[26] setups. In this case, the firewall dynamically configures the routing table
depending on several parameters such as the link latency.

The external cache policy behaviour is write through (WT) since SP injects
the states to the CTS as they arrive. Of course, asymmetric path setups incur
an extra penalty in terms of CPU consumption that has to be evaluated.

5.1 Flow Recovery

As said, the architecture described in this work is not dependent of the failure-
detection schema. So, we assume a failure-detection software, e.g. an implemen-
tation of VRRP.

If the primary firewall fails, the failure-detection software selects the candidate-
to-become-primary replica firewall among all the backup replicas that will take-
over the flows. At the failover stage, the recovery process depends on the load
balancing setup:

– Symmetric path load balancing: the selected replica firewall invokes the in-
jection method that puts the set of states stored in the external cache into
the CTS. Later on, the SP clears its internal cache and issues a dump to
obtain the new states available in the CTS.

– Asymmetric path load balancing: since the external cache policy is WT, the
states are already in the CTS.

If a backup replica firewall fails and, later on, comes back to life again (typical
scenario of short-time power-cut and reboot or a maintenance stop), the backup
replica that just restarted sends a full resynchronization request. If there is more
than one backup, to reduce the workload of the primary replica, that backup
may request the full state table to another backup replica. Moreover, if this
backup was a former primary replica that has come back to life, we prevent any
process of take-over attempt by such replica until it is fully resynchronized.

6 Evaluation

To evaluate FT-FW, we have used our implementation of the state proxy dae-
mon for stateful firewalls [27]. This software is a userspace program written in C
that runs on Linux. We did not use any optimization in the compilation. In our
previous work [10], we have already evaluated the recovery time of the connec-
tions in the Primary-Backup scenario, these results are similar to those obtained
in the multiprimary setup, for that reason, and due to space restrictions we do
not provide them in this section.

The testbed environment is composed of AMD Opteron dual core 2.2GHz
hosts connected to a 1 GEthernet network. The schema is composed of four hosts:
host A and B that act as workstations and FW1 and FW2 that are the firewalls.
We have adopted a Multiprimary configuration with workload sharing of order
two for simplicity. Thus, both FW1 and FW2 acts as primary for each other at



the same time. In order to evaluate the solution, we reproduce a hostile scenario
in which one of the hosts generates lots of short connections, thus generating
loads of state change messages. Specifically, the host A requests HTML files of
4 KBytes to host B that runs a web server. We created up to 2500 GET HTTP
requests per second (maximum connection rate reached with the testbed used).
For the test case, we have used the Apache webserver and a simple HTTP client
for intensive traffic generation.
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Fig. 3. CPU consumption and Round-trip time (from left to right)

6.1 CPU overhead

We have measured CPU consumption in FW1 and FW2 with and without full
state replication. The tool cyclesoak [28] has been used to obtain accurate CPU
consumption measurements. The HTTP connections have 6 states, thus the
amount of state changes is 6 * total number of requests. The results obtained
in the experimentation have been expressed in a graphic. In both firewalls, the
maximum CPU load is 24% and 36% for WB and WT external cache policy
respectively. This means 9% and 17% more than without replication. Not sur-
prisingly, the full replication of short connection is costly due to the amount
of states propagated. Anyhow, the CPU consumption observed is affordable for
CBSFs deployed on off-the-shelf equipments since they come with several low
cost processors (SMP and hyperthreading). Thus, we can conclude that FT-FW
guarantees the connection recovery at the cost of requiring extra CPU power.

6.2 Round Trip

In order to obtain the delay that FT-FW introduces in client responses, we have
measured the round-trip time of an ICMP echo request/reply (ping pong time)
from host A to B with and without replication enabled. The results has been
expressed in Fig. 3. As we can observe, the increment in the round trip time is
around 8 microseconds so that we can say that the delay introduced in clients’
responses is negligible.



7 Conclusion and Future Work

In this work we have revisited the FT-FW (Fault Tolerant FireWall) solution
from the multiprimary perspective. The solution introduced negligible extra net-
work latency in the packet handling at the cost of relaxing the replication. The
architecture follows an event-driven model that guarantees simplicity, trans-
parency, fast client responses and quick recovery. No extra hardware is required.
The solution proposed is not dependent of the failure detection schema nor the
layer 3 and 4 protocols that the firewalls filter. The FT-FW replication protocol
exploits the cluster-based stateful firewall semantics to implement an efficient
replication protocol. Moreover, we have proved in the evaluation that the solu-
tion requires affordable CPU resources to enable state replication.

As future work, we are dealing with several improvements to reduce CPU
consumption without harming FD in environments with limited resources such as
mobile and embedded systems. Specifically, we plan to use our state-classification
model to avoid the replication of TS since they barely improve FD but they
increase resource consumption due to the state replication.
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Abstract—Failures are a permanent menace for the availability
of Internet services. During the last decades, numerous fault-
tolerant approaches have been proposed for the wide spec-
trum of Internet services, including stateful firewalls. Most of
these solutions adopt reactive approaches to mask failures by
replicating state-changes between replicas. However, reactive
replication is a resource consuming task that reduces scalability
and performance: the amount of computational and bandwidth
resources to propagate state-changes among replicas might be
high. On the other hand, more and more commercial off-the-shelf
platforms provide integrated hardware error-detection facilities.
As a result, some current fault-tolerance research works aim to
replace the reactive fault-handling with proactive fault-avoidance.
However, pure proactive approaches are risky and they currently
face serious limitations. In this work, we propose a hybrid
proactive and reactive model that exploits the stateful firewall
semantics to increase the overall performance of cluster-based
fault-tolerant stateful firewalls. The proposed solution reduces
the amount of resources involved in the reactive state-replication
by means of bayesian techniques to perform lazy replication
while, at the same time, benefits from proactive fault-tolerance.
Preliminary experimental results are also provided.

I. INTRODUCTION

Failures are a permanent threat for continued availability of

the Internet services. If failures are not handled appropriately,

they can lead to service misbehaviours and disruptions.

During the last three decades, numerous fault-tolerant ap-

proaches have been proposed for the wide spectrum of In-

ternet services. This includes databases [1][2], web servers

[3], TCP-based back-end servers in general [4][5][6], VoIP

PBX [7], stateful firewalls [8][9], CORBA [10], among many

others. These solutions are mainly based on active and passive

replication. Thus, they inherently adopt reactive approaches to

mask failures.

However, replication is a resource consuming task. The

amount of computational and bandwidth resources to prop-

agate state-changes among replicas is generally high. Thus,

reactive fault-tolerant solutions may not be suitable for large

scale and high performance network setups.

On the other hand, commercial off-the-shelf platforms pro-

vide integrated hardware error-detection facilities more and

more. These mechanisms go even further as they can also cor-

rect hardware errors in runtime. These include RAM memory

and PCI bus transfer error detection and correction [11].

Intuitively, if a system has correctable errors, the service will

experience performance degradation. Moreover, correctable

errors may become uncorrectable at some point, and the

chances of experiencing a failure increases. Following this

basis, it would be safe to proactively migrate the service from

the primary replica, that is experiencing correctable errors, to

a sane operational backup replica; thus, forcing the take-over.

However, a pure proactive approach is risky because:

1) It lacks of completeness since, as for now, there is

no feasible model to diagnose and predict all kind

of possible computer software and hardware errors in

runtime. At best, they cover a subset of the possible

errors.

2) If the failure happens during the service migration, we

may fail to recover the service or, even if we try to

recover the service partially, we will not be able to know

how many states have been recovered either. This is

due to the fact that we have no guarantees on when an

error turns out uncorrectable and, consequently, leads to

failures.

For that reason, we propose a hybrid architecture to solve

these issues which is composed of two parts:

1) Reactive fault-handling: the service state-changes are

preventively propagated from the primary to the backup

replicas. However, we exploit the semantics of Internet

service to relax the degree of replication. Thus, reducing

the waste of computational and bandwidth resources.

2) Proactive fault-avoidance: the service states are fully

migrated from the primary replica to a sane backup

replica in case that some errors are detected.

Thus, in contrast to other previous work in this area, we

do not aim to replace the reactive fault-tolerance approach

with a pure proactive solution but, instead, to hybridize both

approaches to:

1) define an architecture more suitable for large scale



environments.

2) reduce the impact of a possible unsuccessful proactive

take-over.

However, covering the whole variety of Internet services,

with very different semantics, would be rather ambitious.

For that reason, we particularly focus on cluster-based fault-

tolerant stateful firewalls as case study to extend our previous

works in this field.

This paper is organized as follows: In Section II, we provide

an overview of related works in the domain of fault-tolerant

stateful firewalls and existing proactive fault-tolerant architec-

tures. Then, Section III details the system model covered in

this work. The hybrid proactive and reactive architecture is

detailed in Sections IV, V and VI. We conclude with the

evaluation in Section VII and the conclusions and future works

in Section VIII.

II. RELATED WORKS

In our previous works, we have proposed an event-driven

architecture and a replication protocol to build cluster-based

reactive fault-tolerant stateful firewalls [8]. We have extended

it to support multi-primary setups in [9]. The main features of

the solution are:

1) Transparency. The solution ensures negligible delay

in client responses and quick recovery from failures.

Clients does not notice any bandwidth throughput drop.

It is suitable for 1 GEthernet network setup.

2) Simplicity. We reuse and extend existing software-based,

high availability solutions. Moreover, the client does not

require any modification. Therefore, this is a client trans-

parent solution. The firewall must also require minimal

and non-intrusive modifications.

3) Low cost. The solution is suitable for off-the-shelf

equipments and it requires no hardware extensions.

4) Multi-primary workload sharing setups. The architecture

proposed supports advanced setups where several replica

firewalls share workload to increase scalability.

In particular, the replication protocol exploits the stateful

firewall semantics to reduce the number of retransmitted

messages under message omission situations and improve the

overall flow durability.

On the other hand, several research works have focused

on defining frameworks to predict and diagnose failures in

computer systems [12]. Indeed, these are the main block to

build proactive fault-tolerance solutions for Internet services.

In [13], the authors provide a proactive event-driven fault-

tolerant framework based on virtualization techniques that

aims to improve the scalability of fault-tolerant High Perfor-

mance Computing (HPC) solutions. The solution is composed

on three blocks: the fault predictor (FP), the policy daemon

(PD) and the fault-tolerance daemon (FTD). In this approach,

the FP asynchronously delivers alarms to the PD which

determines how to react to the detected error according to

the selected policy. The policy is expressed in a state-machine

specification. The decision issued by the PD is executed by the

FTD which migrates the virtual machine to a healthy replica.

A similar solution is presented in [14] that directly implements

the policy into the system.

In [15], the same authors of [13] make some interesting

observations regarding reactive and proactive fault-tolerance.

Among them, they state that all system failures cannot be

predicted and, consequently, proactive fault-tolerant policies

are still very naive since they are still based on basic fault

prediction mechanisms.

III. SYSTEM MODEL

The formalization of the stateful firewall model is out of

the scope of this work as other works have already proposed

a model [16]. Nevertheless, we formalize the definitions ex-

tracted from the fault-tolerant stateful firewall semantics that

are useful for the aim of this work:

Definition 1. Fault-tolerant stateful firewall cluster: it is a

set of stateful replica firewalls FW = {fw1, ..., fwn} where

n ≥ 2 (See Fig. 1). The number of replica firewalls n that

compose the cluster depends on the availability requirements

of the protected network segments and their services, the

cost of adding a replica firewall, and the workload that the

firewall cluster has to support. We also assume that failures

are independent between them so that adding new replica

firewalls improve availability. The set of replica firewalls fw
are connected through a dedicated link and they are deployed

in the local area network. We may use more than one dedicated

link for redundancy purposes. Thus, if one dedicated link fails,

we can failover to another.

Fig. 1. Stateful firewall cluster of order 2 respectively

Definition 2. Cluster rule-set: Every replica firewall has

the same rule-set.

Definition 3. Flow filtering: A stateful firewall fwx filters

a set of flows Fx = {F1, F2, ..., Fq}.
Definition 4. Multiprimary cluster: We assume that one or

more firewall replicas deploy the filtering at the same time, the

so-called primary replicas, while others act as backup replicas.

Definition 5. Failure detection: We assume a failure detec-

tion manager, eg. an implementation of VRRP [17] [18], that

detects failures by means of heartbeat tokens. Basically, the

replicas send a heartbeat token to each other every t seconds,
if one of the replicas stops sending the heartbeat token, it is



supposed to be in failure. This failure detection mechanism

is complemented with several multilayer checkings such as

link status detection and checksumming. This manager is also

responsible of selecting which replica runs as primary and

which one acts as backup. Also, we assume that the manager

runs on every replica firewall belonging the cluster.

Definition 6: Flow durability (FD): The FD is the proba-

bility that a flow has to survive failures. If FD is 1 the replica

firewall can recover all the existing flows. In this work, we

introduce a trade-off between the FD and the performance

requirements of cluster-based stateful firewalls.

Definition 7. Flow state: Every flow Fi ∈ F is in a state

sik in an instant of time tk.
Definition 8. State determinism: The flow states are a finite

set of deterministic states S = {s1, s2, ..., sn}.
Definition 9. Maximum state lifetime: Every state sik has

a maximum lifetime Tk. If the state sik reaches the maximum

lifetime Tk, we consider that the flow Fi is not behaving as

expected, eg. one of the peers has shutdown due to a power

failure without closing the flow appropriately.

Definition 10. State variables: Every state sik is composed

of a finite sets of variables sik = {v1, v2, ..., vj}. The change

of the value of a certain variable va may trigger a state change

sik → sik+1.

Definition 11. State history: The backup replica does not

have to store the complete state history si1 → si2 → ... → sik
to reach the consistent state sik. Thus, the backup only has to

know the last state sik to recover the flow Fi.

Definition 12. State classification: The set of states S
can be classified in two subsets: transitional and stable states.

These subsets are useful to notice if the effort required to

replicate one state change is worthwhile or not:

• Transitional states (TS) are those that are likely to be

superseded by another state change in short time. Thus,

TS have a very short lifetime.

• Stable States (SS) are long standing states (the opposite

of TS).

We have formalized this state classification as the function

of the probability (P ) of the event of a state change (X). Let

t be the current state age. Let Tk be the maximum lifetime

of a certain state. Given the flow Fj in the current state sjk,
we define the probability Px that a TS can be superseded by

another state change can be expressed as:

Px(t, s
j
k) =

{
1− δ(t, sjk) if (0 ≤ t < Tk)
0 if (t ≥ Tk)

And the probability Py that a SS can be superseded by a

state change can be expressed as:

Py(t, s
j
k) = 1− Px(t, s

j
k)

This formalization is a representation of the probability that

a state can be replaced by another state as time goes by. Both

definitions depend on the δ(t, sjk) function that determines how

the probability of a state change sjk increases, e.g. linearly,

exponential, etc. The states can behave as SS or TS depending

on their nature, eg. in the case of TCP flows (Fig. 2), the initial

handshake and closure packets (SYN, SYN-ACK and FIN, FIN-

ACK, ACK respectively) trigger TS and ACK after SYN-ACK

triggers TCP Established state which usually behaves as SS.

Fig. 2. A valid TCP flow state-machine extracted from Linux’s Netfilter

Network latency (measured in round-trip time, RTT) is

another important factor because if latency is high, all the

states tend to behave as SS. In practise, we can define a simple

δ(t, sjk) that depends on the acceptable network latency l:

δx(t, s
j
k) =

{
1 if t > (2 ∗ l)
0 if t ≤ (2 ∗ l)

The acceptable network latency l depends on the communi-

cation technology, eg. on a wired line the acceptable latency

is 100ms and in satellite links 250 ms.

For the aim of this work, we focus on ensuring the durability

of SS as they have a more significant impact on the probability

that a flow can survive failures. This means that our main

concern is to ensure that long standing flows can survive

failures because the interruption of these flows lead to several

problems such as:

1) Extra monetary cost for an organization, eg. if the VoIP

communications are disrupted, the users would have to

be re-called with the resulting extra cost.

2) Multimedia streaming applications breakage, eg. Internet

video and radio broadcasting disruptions.

3) Remote control utility breakage, eg. SSH connections

closure.

4) The interruption of a big data transfer between two

peers, eg. peer to peer bulk downloads.

Nevertheless, the high durability of TS is also desired;

however, they are less important than SS since their influence

on the FD is smaller.

IV. HYBRID FAULT-TOLERANT ARCHITECTURE

Our proposed solution hybridizes both proactive and reac-

tive fault-tolerant solutions. The architecture consists of two

parts:



1) The proactive fault-avoidance implements a fault detec-

tor that triggers the migration of the flow-states from

the unhealthy firewall replica to a healthy one. This

migration happens if an error occurs, otherwise the fault-

tolerant solutions does not consume any resource, thus,

increasing the overall performance.

2) The reactive fault-handling propagates state-changes

from the primary firewall replica to the backup firewall

replica. However, the replication adopts a lazy approach

as we do not propagate every state-change. Instead,

the approach only replicates a subset of them that are

considered to be SS.

Our solution supports the following scenarios:

1) A detectable error, ie. an error that the proactive part

can recognize, triggers the migration of the states to a

healthy firewall replica. Thus, the 100% of the flows are

fully recovered.

2) A detectable error triggers the migration of the states

to a healthy firewall replica. However, in the middle

of the migration, the unhealthy node crashes. In this

case, the proactive part only guarantees that a part of the

flows will be recovered. Nevertheless, the lazy reactive

approach gives us the chance to recover those flows that

were not successfully recovered by the proactive part.

3) An undetectable error, ie. an error that the proactive part

cannot recognize, results in a failure that crashes the

node. Thus, the proactive part did not have any chance

to initiate the migration of the flow-states. However, the

lazy reactive approach gives us the chance to recover

the flows that were not successfully migrated.

Thus, with regards to the reactive part, we have to define

an approach that:

1) consumes few computational and bandwidth resources.

2) ensures that a high rate of flows can be recovered in case

that the proactive part does not successfully migrate the

states.

In the following sections we detail the proactive (Sect. V)

and the reactive (Sect. VI) parts that compose our proposed

architecture keeping in mind the previous key ideas to build a

lazy reactive approach.

V. PROACTIVE: MIGRATION ON ERRORS

We assume that our cluster-based stateful firewall imple-

ments a proactive fault-tolerant framework similar to the

one described in [13]. This includes a fault-tolerant detector

and predictor (FPD) which uses some existing fault-detection

framework such as [11] to detect, correct and notify PCI

bus and RAM memory errors. Moreover, the FPD can also

implement other fault detection techniques based on hardware

sensors information [12] and log-files.

The FPD notifies to the policy daemon (PD) that an error of

a certain seriousness will happen. The PD evaluates the error

and, if it considers that it can compromise the firewalling, it

tells the state migrator (SM) to extract the state-information of

the existing flows from the stateful firewall and to propagate

them to a sane firewall replica.

To ensure that the proactive approach works, we have to

make the following assumptions:

1) Let Tprop be the time required to propagate the current

flow-states plus the time required by PD to decide the

appropriate action in answer to the error. Let Tfail be the

time between an error occurrence and the failure time.

Then Tprop must fulfill Tprop < Tfail to ensure high

flow durability. If this assumption is not fulfilled, we

cannot ensure that the state migration will be succesfully

accomplished.

2) If the evaluation of a certain error is not appropriate,

the state migration may possibly not be successful. In

other words, if the detection and evaluation of the error

takes too long, then the necessary time Tprop cannot be

assured. For that reason, the PD must deploy simple

but conservative policies and implement fast runtime

decision algorithms at the same time.

In spite of the detailed limitations, this approach does not

incur any penalty in the system performance as the migration

only happens when faults arise, and we assume that faults

rarely occur. Still, we have to consider that it is not possible to

predict and detect all possible errors before the system crash.

VI. REACTIVE: BAYES-BASED LAZY REPLICATION

State replication is generally a resource-consuming task.

This is particularly true if state-changes occur quite often and

the number of replication messages become high. This reduces

the overall scalability of the replication solution.

For that reason, we propose an improvement which consists

of a simple routine that determines in runtime if the effort to

replicate the state-changes sik of a given flow Fi is worthwhile

or not. For that purpose, we use Naive Bayes techniques that

automatically learn the behaviour of the flow communications

to decide if the resources invested to replicate sik substantially

improve the flow durability (FD), which is the probability that

a flow can be successfully recovered.

The naive Bayesian classifiers provide a simple way to

classify information in runtime that gives usually good results

in practise, eg. in spam filters. Let C be the class, let Xi

be the variable that represents one of the features of the

system. Given a specific instance x = {x1, x2, ..., xn} of fea-

ture variables. A Bayesian classifier calculates the probability

P (C = ck|X = x) for every possible class ck as:

p(C = ck|X = x) =
P (X = x|C = ck) ∗ P (C = ck)

P (X = x)

In this equation, P (X = x|C = ck) is the most difficult

part to calculate. Naive Bayes [19] solves the problem in the

most restrictive form by assuming that every variable xi is

conditionally independent of every other feature xj given the

class C. Therefore:

P (X = x|C = ck) =
∏

i

P (X = xi|C = ck)



A. State classification

We have classified state-changes in two types: transitional

and stable. This classification can be used to decide if the

effort required to replicate one state-change is worthwhile or

not. Roughly speaking, transitional states (TS) are those that

are likely to be superseded by another state-change in short

time. Thus, TS have a very short lifetime. On the other hand,

Stable States (SS) are long standing states so that they are the

opposite of TS. We have formalized this state classification in

the system model (Sect. III). This classification is simple but it

provides good results in practise for online state classification.

B. Bayesian state replication

We assume that there is a knowledge base indexed by the

tuple Qr = [Addrsrc, Addrdst, Portdst] which is initially

empty. Note that two different established flows Fi and Fj

between peer pA and pB are identified by the same tuple Qr

if Fi and Fj refer to the same Portdst. At startup, we assume

that the base of knowledge is empty. Thus, when a flow Fi is

filtered for first time a new tuple Qr is inserted.

Every tuple Qr points to one array Ar which stores

the probability that the states can be transitional Ar =
{P (TS|s1) = v1/t1, ..., P (TS|sn) = vn/tn } where vk
identifies the number of TS out of the total tk states sn
observed. Thus, the probability P (TS|sk) = vk/tk is calcu-

lated by observing the lifetime of state change sk of every

flow Fj in runtime. If the lifetime of the state change sk
goes over the classification barrier, we assume that it behaves

as TS, therefore P (TS|sk) = vk + 1/tk + 1, otherwise

P (TS|sk) = vk/tk + 1.
The Portdst parameter is useful since the same peer pB

can provide different services to the same peer pA, eg. pB can

provide HTTP at port 80 and SSH at port 22, and the service

provider may have applied different Quality of Service (QoS)

policies depending on the type of service like prioritizing

interactive traffic can be over bulk traffic. Thus, the set of

TS and SS for SSH and HTTP flows may differ due to QoS.

We define the domain of the class C into transitional and

stable states, and the set of features is the domain of possible

flow states S = {s1, s2, ...sn}. Thus, the probability that a

certain state sk is a transitional state is:

P (C = TS|X = sk) =
P (X = sk|C = TS) ∗ P (C = TS)

P (X = sk)

Similarly, the probability that a state sk is a stable state is:

P (C = SS|X = sk) =
P (X = sk|C = SS) ∗ P (C = SS)

P (X = sk)

Intuitively, we deduce that:

P (C = SS|X = sk) + P (C = TS|X = sk) = 1

In order to resolve these equations, we have to define

a training period where we collect how every state-change

belonging S behaves by using the classification barrier. Thus,

we define a simple solution to reduce the number of replication

messages: if the state-change sk behaves as TS, we delay or

eliminate the replication. On the other hand, if the state-change

represents a SS, it is propagated to the neighbour mesh AP.

As the latency of the network may change due to several

factors, the state-change prediction may start failing. In order

to solve this problem, we can define a maximum number of

failing predictions after which we reset the outdated tuple Qr.

VII. EVALUATION

In order to evaluate our approach, we have deployed a sim-

ple Primary-Backup cluster-based stateful firewall of order two

based on our free-software daemon for Linux [20] in a segment

of the university network. The setup is composed of Intel

Xeon 1.6GHz with 1GEthernet cards. We have implemented

an extension in C to enable the Naive Bayes-based replication

that has around 400 LOC [21]. We did not enable any compiler

optimization in our experiments. We have emulated the users

behaviour with a small bot that: connects to HTTP websites

in France, Spain, and Japan; checks for new messages via

POP3 and IMAP; file downloads via FTP; and starts SSH

connections with several servers in Spain and France. The

size of the experiment is small as we have only measured

the behaviour of our implementation until we have observed

the end of 200 flows. We plan to perform bigger experiments

in the near future.

We aimed to evaluate the following aspects that are impor-

tant to validate our proposed solution:

1) The time required by the proactive approach to migrate

the states from one hypothetic unhealthy firewall replica

to a healthy one.

2) The number of state-changes that can be saved by the

Bayes-based reactive lazy replication, including the good

and wrong prediction rates.

3) The amount of computational resources invested in the

Bayes-based reactive lazy replication.

We do not cover further evaluation of the proactive part as

we consider that the formalization of a proactive framework

is out of the scope of this work.

We have evaluated the extra CPU and memory consumption

of the Bayes-based lazy replication. Our experiments have

shown that the CPU consumption is negligible to our previous

works [8][9]. With regards to the memory consumption, our

implementation consumes the 80 bytes per tuple T (see

Sect. VI for details) to store the states behaviour.

A. Bayes-based replication: prediction with homogeneous net-

work latency

For our experiments, and according to Sect. III, we have

adopted a boundary of 200ms to train Naive Bayes, ie. if a

state lives more than 200ms is a SS, otherwise it is a TS. The

measured homogeneous network latency is around 30ms.

Moreover, as Naive Bayes approach returns the probability

that a state sk is SS (not a boolean answer), we have to select

a barrier that is used to determine the prediction, eg. if the



barrier is set to 0.05, Naive Bayes must return ≤ 0.05 to

classify sk as TS. We assume that a wrong prediction occurs

when a SS is classified as TS since then sk is not replicated.

Intuitively, we do the following observations: if we keep

the barrier low, Naive Bayes easily predicts that most states

are stable. Thus, we have less chances to save states in the

replication but the chances to hit wrong predictions decreases.

On the other hand, if we keep the barrier high, Naive Bayes

easily predicts that most states are transitional. Thus, we have

more chances to save states in the replication but also the

chances to hit wrong preditions increases.

Therefore, we have to look for a low barrier that gives a

good tradeoff between a high rate of saved-states and a low

rate of wrong predictions.

The following figures shows the experimental results when

the barrier was set to 0.125 (Fig. 3), 0.25 (Fig. 4) and 0.50

(Fig. 5). The results initially may fluctuate since Naive Bayes

requires some time to learn the state-change behaviour until it

stabilizes.
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Fig. 3. Bayesian replication using barrier 0.125 - homogeneous latency
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Fig. 4. Bayesian replication using barrier 0.25 - homogeneous latency

As we can observe, using 0.50 as barrier increases the

number of saved states in the replication but dramatically

increases the number of wrong predictions close to 18%. Thus,
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Fig. 5. Bayesian replication using barrier 0.50 - homogeneous latency

in case that the proactive part fails to migrate the service, the

reactive part will not be able to recover 18% of flows.

In Fig. 6, we have represented the evolution of the good

predition rate, the wrong prediction rate and the saved state-

changes rate. The results show that adopting a low barrier

ensures a save of 50% in the state replication. The increase of

the barrier consequently increases the wrong predictions. The

use of a low barrier forces Bayes to have high certainty that

the state is trancisional.
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Fig. 6. Bayesian replication: barrier comparison results

B. Bayes-based replication: prediction with heterogeneous

network latency

We have repeated the measurements by introducing hetero-

geneous latency in the network. Specifically, we have used a

normal distribution of 20-500ms with Linux netem1.

With regards to the previous experiments with an homo-

geneous network latency, we observe that the rate of wrong

predictions increases quicker with heterogeneous network la-

tency. In Fig. 8, the rate of wrong predictions using a barrier

of 0.25 to classify states is close to 19% which is similar to

the results obtained using a barrier of 0.50 with homogeneous

1http://www.linuxfoundation.org/en/Net:Netem
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Fig. 7. Bayesian replication using barrier 0.125 - heterogeneous latency
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Fig. 8. Bayesian replication using barrier 0.25 - heterogeneous latency
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Fig. 9. Bayesian replication using barrier 0.35 - heterogeneous latency

latency. However, the number of saved-states is around 40%

using a barrier of 0.125 (Fig. 7) which is still a good rate.

Thus, we can conclude that keeping the barrier low ensures

a save around 40-50% while the rate of wrong predictions

does not goes over 2%.

In Fig. 10, we represent the relationship between the good

prediction rates, the wrong prediction rates and the saved-

states in a heterogeneous network.

 0

 0.2

 0.4

 0.6

 0.8

 1

 0.05  0.1  0.15  0.2  0.25

ra
te

 [
0

:1
]

Bayes boundary [0.05:0.25]

good prediction rate
wrong prediction rate

saved state-changes messages rate

Fig. 10. Bayesian replication: barrier comparison results

C. Proactive migration

We have measured and normalized the time required to

migrate the flow states between two replica firewalls. In our

experiments, we have emulated different message omission

rates. Of course, we assume the use of the reliable replication

protocol detailed in [8]. The results show that the time to

transfer the states between two replicas with no packet loss are

around 4 seconds for 25000 state-flows. This time increases

if there is message omission situations, as the backup firewall

replica requests retransmissions to the primary firewall replica.
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VIII. CONCLUSION AND FUTURE WORKS

In this work, we extend our previous works by proposing

an hybrid fault-tolerance approach for clusted-based stateful



firewalls that mixes proactive fault-avoidance with lazy reac-

tive fault-handling. This approach reduces the computational

resource consumption with regards to our existing reactive

solution, and it is less risky than a pure proactive approach.

Adopting a low barrier in Naive Bayes to classify states,

our solution ensures that the reduction in the state replication

is 40-50%, which is a considerable reduction, and the rate of

wrong predictions is around 2%. The solution benefits from

the proactive approach to reduce the resources involves in the

state replication.

As future work, we plan to evaluate more sophisticated

machine-learning approaches to classify states keeping in mind

the performance runtime requirements of the covered scenario.

We are also studying other Internet services with similar

semantics that can benefit from this hybrid architecture.
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Abstract— The nodes of a multi-hop wireless mesh network
often share a single physical media for terminal traffic and
for the backhaul network, so that the available resources are
extremely scarce. Under these conditions it is important to avoid
that unwanted traffic may traverse the network subtracting
resources to authorized terminals. Packet filtering in wireless
mesh networks is an extremely challenging task, since the number
of possible connections is quadratic with respect to the number
of the terminals of the network; for each connection a rule is
needed and the time needed for filtering grows linearly with
the number of rules. Moreover nodes can be in possession of
end users and the administrator might want to keep the explicit
ruleset as much secret as possible while giving the nodes enough
data to behave as a firewall. In this article we present a solution
for distributed firewalling in multi-hop mesh networks based on
the use of Bloom Filters, a powerful but compact data structure
allowing probabilistic membership queries.

I. INTRODUCTION

A multi-hop wireless mesh network is a network composed
of peer terminals that communicate using a locally shared
physical media and some ad-hoc routing protocols. The nov-
elty of mesh networks is that the communication standard used
and the routing protocols are highly dynamical so that the
network are self-organizing; no administrative action should be
required to add or remove a terminal from the network (see
[1] for a survey of available technologies). Such a dynamic
instrument perfectly suites the requirements of critical scenar-
ios like emergency interventions in hostile environments, but
also permits the creation of pervasive networks of services
that may enlarge without the need of expensive infrastructures.
In any of these scenarios the security of the communications
and the availability of the service is essential, and wireless
mesh networks have peculiar problems compared to wired
or wireless infrastructured networks due to the technology
involved and to the different management scheme.

In general, wireless networks have no clear geographical
border, so that any attacker in the coverage area can receive
packets and try to inject packets into the networks. This second
behaviour should be discouraged by the use of layer II cryp-
tography and access control techniques, but the complexity of
the mesh scenario has so far discouraged the use of security

This work is partially supported by National project Wireless 8O2.16 Multi-
antenna mEsh Networks (WOMEN) under grant number 2005093248, Spanish
Ministerio de Educacin y Ciencia through a coordinated research project (grant
DPI2006-15476-C02-00) and Feder (ERDF) and by the 2006 PRIN project
PROFILES (PeeR-to-peer beyOnd FILE Sharing)

measures such as IEEE 802.11i standard; in wireless mesh
the most performant solution still seems to be the highly
vulnerable WEP standard (see [2]). This might give to the
attacker the practical possibility of injecting packets into the
network.

Under a management point of view mesh networks may
include nodes that are not under the control of a single
administrator, such as roaming users. In general, the manager
of the network should consider the nodes untrusted, meaning
that from an internal node could be produced attacks to
the rest of the network. This might be a willing behaviour
or, for example, a consequence of an infection of a virus.
Nevertheless all the terminals should behave both as end client
and as IP routers to create the multi-hop mesh. Since the use
of highly dynamic MAC and routing protocols produces a
constant signaling traffic reducing the available resources, the
generation of unwanted traffic (i.e. denial of service attacks,
or SPAM) may hardly hit the performance of the network.

In infrastructured networks unauthorized traffic is normally
filtered with the use of a firewall: a firewall is a node that drops
or forwards packets based on filtering rules, normally placed
on the gateway of the network. In wireless mesh network the
main interest is to reduce packets passing through the network,
so that filtering rules should be present on every node of the
mesh. This introduces two critical problems as we will explain
in more detail in the following sections:

• The number of rules grows quadratically with the number
of the terminals of the network and the complexity of
filtering grows linearly with the number of rules.

• Each node of the mesh should be aware of the filtering
policies of the network, while the administrator may want
to keep this information as much reserved as possible.

In this paper we present a possible approach to solve this
problem using Bloom filters. As we will see in following
sections, Bloom filters are a compact way to represent a
set of elements, the main interesting feature is that a query
cannot produce false negatives, that is of great help applied to
firewalling. To the authors’ knowledge this paper is the first
addressing the problem of firewalling in mesh networks.

The rest of the paper is organized as follows: section
II introduces the basic concepts of firewalling, section III
explains the theory behind Bloom filters, section IV explains
in detail the proposed solution and section V reports the results
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Fig. 1. Typical LAN scenario

Fig. 2. Iptables filter structure, ovals contain source or destination and blocks
contain chains

of practical experiments in real testbed. Section VI concludes
the work and proposes further developments.

II. INTRODUCTION TO FIREWALLS

A firewall is a router that selectively forwards packets based
on the filtering rules that have been installed, as an example
to review the features of a generic firewall we will describe
the Netfilter/Iptables. This appliance is included with the
GNU/Linux kernel, being it a client, a server or a transparent
firewall and source code is available under a free license, these
were the main reasons why we chose this platform for the
implementation of our prototype.

As represented in fig. 1 a firewall is normally placed as a
bastion host in the gateway of a LAN, its role is to control
and limit the traffic coming inside the network and the traffic
generated from the network to the Internet.

In fig. 2 it is described the flow of a packet that is
traversing the Linux kernel, each of the blocks (named chains)
represented in the figure are points in which the packet can
be filtered based on the rules contained in the chain. Each
chain has a different set of rules and may be executing more
complex actions then simply dropping the packets, such as
changing its contents (mangling) or marking it with internal
flags to be used in successive chains.

When the firewall receives a packet coming from the
Internet, it first crosses the Pre-routing chain, then, based on
the routing decision goes into the Input chain; if the packet
is not directed to the local host but to some other host the
packet is sent to the Forward chain. On a bastion host firewall
as depicted in fig.1 most of the packets pass through the
Forward chain, since only a few packets will be directed to the

firewall itself. After passing into the Forward chain, packets
cross the Post-routing chain, together with any packet that has
been locally generated and are directed to the Internet. It is
important to note that packets that are going to the outside
network take a partially different path in the kernel if have
been locally generated (crossing the Output chain ) or have
been forwarded.

Every chain contains various filtering rules, every rule
contains a pattern to be matched against the current packet and
an action to be performed (normally: Accept/Deny), basically
a rule can be imagined as follows:
if tcp destination port = 80 and source
IP = 150.217.10.8, accept the packet
Referring to the firewall in fig. 1, such a rule if placed in the
Forward chain will accept any packet matching the pattern
coming or going to the LAN, while if put in the Input will
allow any packet matching the pattern directed to the firewall
IP address. Rules are normally expressed in positive logic,
that is, the default behavior is set to drop and each rule allows
packets matching a pattern. If a packet matches anyone of the
rules it is allowed, otherwise it is dropped. Positive logic has
the advantage of being indifferent to the order of the rules,
that makes management easier. Also, generally speaking, if
the default policy is set to Accept, then it is easier to commit
errors in the configuration and let unwanted traffic pass the
firewall.

Iptables is a stateful firewall [3], that means that packet
filtering is done not only parsing the contents of the packets
but also taking into account the flow of data the packet belongs
to. As an example a stateful firewall may allow a TCP packet
with ACK and SYN flags activated only if there has been a
TCP packet with SYN flag allowed before.

Two problems that firewalls have to face in modern net-
works and that are even more important in mesh networks are
the following ones:

• Scalability problems: if each packet must be matched
against a list of rules, the time required for filtering grows
linearly with the number of rules. If a firewall contains
thousands of rules performances drop significantly. Mem-
ory consumption is also a concern, therefore the data
structure used to represent the filtering policy must do
an efficient use of the resources available.

• Complexity of the topology: modern networks are com-
posed of different subnets, each one composed of ma-
chines that offer or use complex services; describing
such a scenario with filtering rules can be extremely
challenging.

In [4], a model for a distributed firewall is proposed. In that
scenario only the second issue is approached using policies
represented with a high-level language that are then translated
into single rules. The policies are distributed to the terminals
and applied locally, creating a distributed firewall.

A. Mesh networks firewalling

In a mesh scenario, each node of the network may act as a
client or as a server and, most of all, will forward traffic that
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is not directed to its address to the neighbor machines. While
the Input and Output chains depend on the kind of services
the node uses we focus on the Forward, that determines which
type of services are vehiculated in the network. The problem
we want to address is how to perform packet filtering of IP
addresses and TCP ports in each terminal, with a scalable
solution that takes into consideration the problems introduced
by the peculiar nature of mesh networks. We defined two main
issues:

• If a positive logic is used, the number of rules adopted
grows quadratically with the number of the nodes of
the network. If we limit filtering to TCP ports and IP
addresses, for each couple of machines into the network
there must be at least two rules that explicitly allows bi-
directional communications. If the network is composed
of N machines, each one should contain (N−1)(N−2)∗s
rules where s is the number of allowed tcp ports.

• As said, a mesh could be composed of terminals that
do not belong to a single administrator: there might
be roaming users or leased terminals to temporary end
users. Under these circumstances the administrator of
the network (we refer to the administrator as the entity
administering the link with the external Internet) may
want to hide as much as possible the policy used.

Example application are various, from traffic shaping (the
administrator may want not to allow certain kind of traffic,
i.e. peer to peer) or as reaction to attacks: imagine that a
node in the network start performing a flood attack, or sending
SPAM mail. The network might be able to detect the attack
and reconfigure the firewall in order to isolate the attacker and
limit the impact over the network.

Lastly we note that in a mesh network the firewall can not
perform stateful filtering, since there is no guarantee that all
the packet that constitute a data flow may use the same path
to their destination.

III. BLOOM FILTERS

A bloom filter is a space-efficient data structure for rep-
resenting a set in order to support probabilistic membership
queries. The probability of committing an error in a query
might be limited choosing an appropriate size of the data
structure compared to the size of the set of elements to be
represented. The most important feature they present is that
they only present false positives, that is, a query of the type
is element A part of the set B will never produce a negative
answer if a ∈ B, but may produce a positive answer if a /∈ B.
Bloom filters were introduced by Burton H. Bloom in [5], for
an overview of their theory and their application in networking
field see [6]. In the rest of this section we will recall the basic
concepts.

A bloom filter is an array of bits of size n, to build the filter,
each element of the set is hashed with a number K of distinct
hash functions and the result of each hash is used as an index
to set the corresponding bit in the filter. Referring to image 3
the filter is of size n and each hash function returns a value of
size ln(n), the corresponding subset of bits is turn to 1 in the

Hash_1() Hash_K()Hash_2()

0 1 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0

0 n-1

Set Element

Fig. 3. Bloom filter generation

filter. Each time a new element is inserted in the filter, a new
subset of bits is set to 1, with a certain probability of having
two distinct elements generate two overlapping subsets. Once
populated the filter with all the elements, to check the presence
of an element in the set the same procedure is applied, it is
hashed with the K hash functions and if all the bits of the
subset were set to 1 the element belongs to the set. Since
the subsets may be overlapping there is a certain possibility
of false positives, but no false negatives are admitted. The
probability of having a false positive if the original set is
composed of m elements is given by the following equation:

f = (1− eKm/n)K (1)

f is minimized if K = ln(2) ∗ n/m which gives:

f = (0.5)k = (0.6185)n/m (2)

If we set f < 0.1% we have:
{
n/m = �log0.6185(0.0001)� = 20

k = �log1/2(0.618520)� = 13
(3)

13 different hash functions and a filter size given by 20 bit per
element of the set are needed. Given a set of 6500 elements,
the size of the filter will be of approximately 16 kilobyte, and
each hash function should produce a number big enough to
be used as index for the filter that is log2(16KB) = 14 bit.
Instead of using 13 hash functions, different slices of the result
of a unique pseudo random number generator applied to the
element can be used. There is no need for cryptographically
strong hash functions, the only required property is distribution
over the range {0...n− 1}.

IV. MESH FIREWALLING WITH BLOOM FILTERS

Figure 4 represents a mesh network scenario, in which
different terminals are all equipped with routing capabilities
and consequently, of firewall. In the scenario we consider
the nodes under control of the network manager are one (or
more) gateway to the Internet and some fixed machine offering
standard services (WEB, DB . . . ) under control of the network
manager. The rest of the terminals behave as clients, contacting
servers placed both outside or inside the network or even as
servers, offering services to hosts both outside or inside the
network. Our solution is based on the use of Bloom filters
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Fig. 4. Mesh network

to implement packet filtering based on source and destination
TCP ports and IP addresses, so the administrator has control
over the services transported by the network. It is optimized
for a class C size network, but the same approach can be
extended to wider networks or protocols other than TCP.

Imagine that a firewall rule is represented by 4 values (two
IP addresses and TCP ports), so that each rule explicitly
allows communications between two IP addresses over certain
services, in positive logic. The rule-set is composed of all the
allowed combinations, once decided which connections are
allowed, it will be composed of a number n of vectors of
the form R = {SourceIP ,DestIP , Sourceport,Destport}. A
Bloom filter is populated using an appropriate dimension and
number of hash functions and distributed to each host of the
network. Whenever a host receives a packet it has to forward,
in the forward chain of figure 2 it will create vector R with
the fields of the packets and evaluate it against the Bloom
filter in its possession. If R belongs to the set of allowed
packets it will forward the packet otherwise it will drop it.
Since Bloom filters present only false positives and the firewall
rules are expressed in positive logic, the main risk is that a
packet that should not be forwarded will be accepted. The
likelihood of this event depends on the size of the chosen filter,
and could be reduced if different filters are used for different
hosts, as explained later. Instead in presence of false negatives,
the network would unpredictably discard packets making the
system unmanageable.

Such a system presents the following advantages:

• The cost of evaluation for each packet is at most the cost
due to the computation of K hashes. When performing a
query, each hash is computed separately, and after each
computation the corresponding bit is checked in the filter.
All the K functions must be computed only if the query
result is positive, otherwise the packet can be dropped
after the first failure.

• Only the filters are distributed to the nodes, not the
explicit rules. Depending on the dimension of the rule-set
a brute force attack may be possible, but this is actually
unavoidable with any distributed filtering technique.

Traffic SrcIP Srcport DstIP Dstport
EXT→ EC EXT low EC hi
EXT→ ES EXT hi ES low
EC→ EXT EC hi EXT low
ES→ EXT ES low EXT hi

IC→ IS IC hi IS low
IS→ IC IS low IC low

TABLE I

ACCEPTED TRAFFIC STREAMS: EXT IS USED FOR IP ADDRESSES NOT

BELONGING TO THE LOCAL LAN

The main disadvantage of this simple approach is repre-
sented by the size of the filter. Considering only internal
traffic of a class C network with 254 hosts, and the total
number of ports, the maximum number of rules is given
by all the possible combinations of IP addresses and ports:
(2542) ∗ (655352) � 2.8E14. Using optimal K, and 20
bit per element the size of the filter is approximately 600
terabyte, that makes the filter unusable. It should be noted
that even with such an enormous filter the computational
cost would be limited to the cost of the hash, but the filter
would be impossible to store or transmit. To keep the size of
the filter smaller we need to split the problem into smaller
ones, clustering the packets in different streams and applying
different filters to each stream. To find a viable solution we
fixed the maximum false positive rate to 0.1% (we will show
how this is enough for an effective filtering) and a maximum
size of the filters to less then 30 kilobytes. Note that the whole
filter should be transmitted only at network entrance, whenever
a new rule is added to the filter (that may be a consequence
of entrance of a new host) the information needed to update
the filter are K numbers of size log2(n) bit.

To separate traffic flows we decided to divide the hosts into
classes with specific capabilities:

• Internal Server (IS): The host behaves as a server for
clients belonging to the network.

• Internal Client (IC): The host behaves as a client for
servers belonging to the network.

• External Server (ES): The host behaves as a server for
clients outside the network.

• External Client (EC): The host behaves as a client for
servers outside the network.

The accepted traffic flows are detailed in table I , classified
by IP and TCP port (low and hi represent TCP port below and
over 1024). This is just one of the possible way of clustering
packets into streams, we believe this classification should be
expressive enough to represent the most common situations.

Note that a packet can be classified without knowing the
IP addresses belonging to each class but basing the decision
only on TCP ports and the subnet mask of the network, used
to distinguish between internal and external hosts.

In the Pre-routing chain of Iptables, we introduced six rules
in order to mark packets belonging to the different streams,
once arrived in the Forward chain each stream is filtered with
a different Bloom filter. The great advantage is that each filter
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Streams Chain SrcIP Srcport DstIP Dstport

1a) EXT→ EC
P EXT hi
F low EC

2a) EXT→ ES
P EXT hi
F ES low

1b) EC→ EXT
P hi EXT
F EC low

2b) ES→ EXT
P EXT hi
F ES low

3a) IC→ IS
P hi low
F IC IS

3b) IS→ IC
P low low
F IS IC

TABLE II

ACCEPTED TRAFFIC STREAMS: P IS USED FOR RULES IN THE Pre-routing

CHAIN AND F FOR RULES IN THE Forward. THE APPLICATION OF EACH

COUPLE OF RULE GENERATES THE STREAMS OF TABLE I

will be applied only to a subset of the 4 fields, therefore the
sum of the sizes of each filter will be much less than the size
of a single filter.

In table II are reported which fields will be used for
clustering and which fields will be used for bloom filters, the
combination of the two phases leads to bloom filters applied
to at most two fields in vector R. Note that a bloom filter is
never used to filter external IP addresses or TCP ports over
1024, which are the larger but less relevant sets. Also note that
host of the network may belong to more than a single class,
and have multiple functionalities.

Each filter is repeated twice applied to different fields,
so that the six streams can be filtered with only 3 bloom
filters (filters 1a,1b and 2a,2b 3a,3b are equivalent and can
be referred to simply as filter 1,2,3 respectively). The size
of the bloom filters largely depends on the size of the single
classes over the total 254 hosts. In a realistic scenario, the total
number of services provided by the network will cover a little
part of the 1024 TCP port (we chose 10) so that to have a false
positive rates below 0.1%, given equation 3 the sum of sizes of
filters 1 and 2 will be 10∗ (EC+ES)∗20 bit. The third filter
is the larger one, its size will be 20∗IS∗IC. If all the hosts of
the network belong to all sets,that is the worst case, the total
size is 10 ∗ (254 ∗ 2) ∗ 20 + (254 ∗ 254) ∗ 20 � 180Kbytes,
which is a usable size but still far from our target. In table III
we propose some realistic scenarios with different distribution
of sizes for each class and we compare our solution with the
same filtering strategy using Iptables; it should be noted that:

• first column report the sum of columns (2-4) correspond-
ing to the size (number of hosts) of each class. A total
size larger than 254 is to be intended as a larger network
or as a network in which the host classes are overlapping.

• column 6 reports the sum of the size (bytes) of filters 1,2,
while column 7 reports the size of filter 3.

• column 8 and 9 report the number of iptables rules that
would be required to substitute bloom filters 1,2 and 3
respectively.

• while in the first lines classes are equal in size, in the last
two lines a more realistic scenario is reported, in which

Host
Number

IC IS EC ES filter size Iptables Rules

80 20 20 20 20 1000 1000 400 400
160 40 40 40 40 2000 4000 800 1600
240 60 60 60 60 3000 9000 1200 3600
320 80 80 80 80 4000 16000 1600 6400
400 100 100 100 100 5000 25000 2000 10000
320 140 20 140 20 4000 7000 1600 2800
320 120 40 120 40 4000 12000 1600 2800

TABLE III

BLOOM FILTER SIZE ESTEEM AND COMPARISON WITH IPTABLES

clients are more than servers.
• for all the combinations reported, total size of Bloom

filters is always below 30 kilobytes.
The filters could be distributed at network entrance, after

the operations of authentication to the network, together with
other accounting credentials and can be updated with broadcast
packets upon changes of topology. If a number F of distinct
filters is used, that is, each node at network entrance will
receive one over F filters (note that this produces higher traffic
only when refreshing nodes), then the probability of having a
packet filtered with the same filter along all its path is given
by (1/F )p where p is the length of the path. In an open
air scenario, in which each node of the network is placed in
a squared grid and may possess at most 4 neighbors, with
a two hop path at most 12 hosts are reachable. To reach
the remaining 242, at least a three hop path is necessary
involving 2 filtering nodes; we assume that two different filters
generate different false positives each one with probability
Pfalse. Being Pfalse=1/1000, and 242/254 the probability of
a two-hop path the chance of having a false positive along the
whole path is less then Pfalse ∗ (1/F)2 = 4E − 5 and drops
exponentially with p, which we consider acceptable.

V. TESTBED RESULTS

The implementation has been realized on a PIII 866 MHz
running version 2.6.16 of the GNU/Linux kernel and version
1.3.4 of the firewalling framework iptables [7]. Our implemen-
tation has been realized as a kernel module implementing the
necessary changes to use Bloom filters. Source code is avail-
able at http://people.netfilter.org/pablo/bloom-experiments/.

We chose Iptables because it is embedded in many com-
mercial devices (i.e. wireless routers and mobile phones) and
for the availability of the source code and free documentation.

Our testbed is composed of three hosts A, B and C
connected with a 100Mbit Ethernet link. C acts as gateway
between A and B and consequently filters forwarded traffic
based on the information contained in three Bloom filters
as we described in the previous section. On the other hand,
the hosts A and B generate TCP traffic by means of the
tool Netperf [8]. Host C has been loaded first with Iptables
rules and then with Bloom filters, in both cases they represent
the first five scenarios of table III. When using Iptables, the
generated traffic is matched by rules that are placed in the
middle of the list, so that the average case is evaluated.
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Experimental results obtained have been expressed in terms
of memory consumption and network performance drop using
the settings detailed in the first five rows of the table III.

A. Memory consumption

One of the reasons why the existing filtering solutions does
not suite well for mesh networks is memory consumption.
Due to the fact that devices that belong to a certain mesh
network can be of different sorts, from embedded devices with
limited resources available to personal computers, the filtering
solution must be memory-efficient. Moreover, it must scale
well with regards to the number of hosts that compose the
network because new machines means new extra rules.

The size of one iptables rule that only uses the information
contained in the TCP/IP header and the associated action
(accept or drop) is 56 bytes, every extra rule requires such
amount of bytes. As said memory consumption order for
iptables is O(n) where n are the number of rules. On the other
hand, the amount of memory required to represent a limited
number of rules in a Bloom filter of a fixed size is O(1),
although we have to choose the appropriate size depending on
the number of hosts that the network will hold.

The results obtained show that Bloom filter approach needs
much less memory than iptables (Fig. 5) with better scalability
if the number of hosts that join the network increases.

B. Performance

The experimental results show that the cost of issuing 13
hash computations is negligible (Fig. 6), therefore, our solution
has no impact on the performance in terms of CPU load, and
consequently of throughput. Opposite to this we see how linear
complexity impacts hardly the performance of plain Iptables,
that drops to around 40% of throughput passing from a 160
to 240 host scenario and about 19% to the 310 host scenario.

VI. CONCLUSIONS

In this work we have introduced a novel architecture to
enable filtering policies in mesh networks based on bloom fil-
ters. The experimental results show that the solution proposed
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reduces memory consumption and scale better than existing
filtering solutions for a relatively large amount of machines.
As possible improvements we mention:

• The use of compressed spectral filters that permit to
remove objects from the set. With a little overhead at
start-up to transmit the filter our analysis is still valid.

• Packet caching, since packets from the same connection
will be treated in the same way, keeping a cache of the
last accepted packets can reduce time needed to compute
the hash functions.

The use of Bloom filters as lightweight packet classifiers can
be applied to other fields, our intention for future research is
to evaluate their role to achieve QoS in mesh networks and
generic packet filters in other kind of networks, such as overlay
peer-to-peer distributed networks.
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Abstract—Firewalls have been traditionally used to apply
filtering policies in wired networks, to divide zones with different
level of trust. In wireless distributed networks, such as mesh
networks for service delivery, firewalling is a valuable instrument
to control the behavior of the clients and avoid certain attacks,
such as DoS attacks coming from the inside of the network.
In previous works we have outlined the possibility of applying
stateless firewalling to distributed mesh networks using Bloom
filters. In this paper we will expand this model to perform stateful
firewalling in mesh networks, that will allow a more fine-grained
control over the traffic passing over the network. Preliminary
experimental results are also provided.

I. INTRODUCTION

Wireless mesh networks (WMN) are mobile distributed

networks composed of terminals connected using wireless

links. In these networks, a set of access points (AP) forms

a backbone that provides network access to clients. Standards

like IEEE 802.11 or 802.16 can be used to produce WMN and

should guarantee that network entrance is limited to authorized

terminals by means of layer II access control techniques.

However, still many kind of attacks can be performed at higher

layers to disrupt services. A firewall is an instrument that can

be used to limit the impact of such attacks.

In wired infrastructured networks, firewalls separate net-

work segments and enforce filtering policies that determine

what traffic is allowed to enter and leave the network, filtering

policies are expressed as access control list (ACL). The ACL

is composed of a set of rules which use selectors that match

several packet fields, e.g. source and destination address, ports,

etc. and an action to be issued, usually accept or deny.

Similarly, firewalls can be used to improve network security

in WMN but since there is no well defined concept of

perimeter, we would have to enforce the filtering policy in the

whole AP backbone in order to deploy an effective firewalling.

In our previous works [1] [2], we have proposed a distributed

firewalling solution for WMN based on bloom filters [3] whose

main concerns are:

1) Low computational complexity: needed because the APs

are usually embedded devices with limited resources.

2) Efficient ACL distribution: since the bandwidth resource

in WMN is scarce, ACL updates must require low

bandwidth.

In this work, we extend our solution to enhance stateful

firewalling. Stateful firewalls perform correctness checks upon

communication protocols. These firewalls implement a state

automaton for every supported protocol to ensure that com-

munication between two peers evolves in a standard com-

plaint manner. This evolution is stored a set of variables

V = {v1, v2, ..., vn} that represent the current state Sk of

the flow Fj . Thus, the security architect can use the stateful

capabilities in their ACL to deny the packets that trigger

invalid state transitions. The design of a stateful firewalling

solution for WMN has to fulfill two requirements:

1) Low computational complexity: as in our previous

works, the solution must be suitable for devices with

limited resources.

2) Handover support: since one client CA can roam from

the access point APx to APy at any moment, the state

information of the traffic of CA should be synchronized

to APy .

The paper 1 is organized as follows: In Sect. II, we briefly

detail our previous works. We detail the implementation of

stateful firewalling with bloom filters in Section III. The

handover support is described in Section IV. Then, we evaluate

our solution proposed in Section V. We conclude with the

conclusions and future works in Section VI.

II. BLOOM-BASED STATELESS FIREWALLING FOR WMN

A Bloom filter (BF) is a space-efficient structure for an

inexact representation of a set that allows false positives but

not false negatives. Thus, a query of the type is element a part

of the set B will never produce a negative answer if a ∈ B,

but may produce a positive answer if a /∈ B (See [4] for more

details on Bloom filters).

In our previous work, we have proposed a bloom-based

solution to represent the firewall ACL. The representation is

used to classify and filter traffic. We divided the ACL into

subsets that contain the rule-set of each client node that can

be attached to the backbone. Whenever a client node joins

the backbone, the subset of firewall rules that represents its

filtering policy is distributed by the authentication authority

along the backbone in the form of a bloom filter.

We consider that our approach is expressive enough to

profile most of typical traffic streams of common networks.

1This work has been partially supported by the Spanish Ministerio de
Educación y Ciencia through a coordinated research project (grant DPI2006-
15476-C02-00) and Feder (ERDF)



The results show negligible impact in performance terms,

comparable to no firewalling at all, while traditional firewalling

with standard list-based ACL greatly lowers the throughput

and round trip delay. We have also evaluated a RADIUS based

solution to deliver to the AP of the mesh the rule-sets. For

details on the stateless firewalling approach, see [1] and [2].

III. BLOOM-BASED STATEFUL FIREWALLING FOR WMN

WMN are distributed networks composed of terminals con-

nected using wireless radio links. These networks consist of a

set of access points (AP) that forms a backbone. The backbone

provides network access to static and mobile clients. In certain

environments, the APs can also be mobile but, in general, the

backbone topology is less susceptible to changes. Anyhow, the

backbone must be able to dynamically reconfigure its routes

as new links between APs may appear and others may fade

away. Also, the clients may change their point of attachment

from one AP to hand over to another. Mobility is the main

cause of changes in the network topology, however, a failure

in one of the APs may also trigger network reconfigurations.

Our solution allows a low rate of false positives but not

false negatives. Thus, a low rate of packets may go through

the AP while they should not. This might seem problematic in

terms of security, however, our solution is better than having

no firewalling at all. On the other hand, no packets that belong

to a flow that evolves appropriately are ever denied. This is the

main difference with regards to [5] as we do not risk to reject

packets that must go forward. As said, we consider that our

stateful firewalling approach is significant to provide higher

level of security for WMN.

A. d-left counting bloom filters

For the purposes of this work, we use an improved construc-

tion of Counting Bloom filters [6] based on d-left hashing that

gives near-perfect hashing, the so-called d-left counting bloom

filters (dlCBF). This construction saves memory consumption

by a factor of two or more. The idea consists of a table split

into d subtables, each subtable has k buckets, and each bucket

can keep c cells of size w. The insertion is composed of two

steps:

1) The fingerprint of the element x is calculated with a hash

function f(x) that generates a fingerprint fx of size w.
2) We use d pseudo-random permutations (one per sub-

table) P1(fx), P2(fx), ...Pd(fx), the first n bits of fx
are used to determine the bucket where the fingerprint

is inserted, and among all buckets the less loaded, i.e. the

bucket that keep less fingerprints, is selected. The last

w−n bits, so-called reminder, are stored in the selected

bucket. If the reminder is already stored, the counter is

incremented.

Since fingerprint collisions are rare, we assume that counters

can be smaller than the one used in CBF (2 bits vs. 4 bits).

Assuming a dlCBF that stores n elements where each subtable

has a size of b = 2z buckets with c cells and fingerprints of size
w, the rate of false positives is n2−(z+w). Moreover, to avoid

bucket overflows, we calculate the estimated bucket usage as

u = n/dbc. The authors of dlCBFs affirm that by using n/12
buckets the estimated usage is u = 2/3 which provides a very

rare probability of a bucket overflow.

Thus, a dlCBF composed of 3 subtables, 341 buckets, 6

cells per bucket, fingerprints of 10 bits, and counters of 2 bits,

has an approximately rate of false positives of 0.015, and it

gives an overall of 3 ∗ 341 ∗ 6 ∗ (18 + 2)/4096 = 19 bits

per element. Therefore, this dlCBF consumes approximately

9 KB versus standard CBF of 21 KB (approximately 2 times

less than a CBF with similar rate of false positives).

B. Design

Basically, the proposed model consists of inserting a set

of tuples in the dlCBF that represent the set of possible next

valid states, the so-called state expectations (SE). Thus, every

packet p that arrives to the AP has to verify that it triggers a

new state Sk that belongs to the set of SE. If p does not fulfill

an expectation, it is denied as it does not belong to a flow that

follows a sane evolution.

We represent one state expectation of a flow Fj through

a tuple, the so-called state expectationion tuple, that is

composed of five flow selectors and the flow state:

Ti = {Addrsrc, Addrdst, Portsrc, Portdst, Pnum, State}.
Thus, the set of SE of Fj , π = {T0, ..., Th}, represents the

finite set of possible expected states θ = {Sα, ..., Sω} that the
packet p that belongs to Fj must fulfill.

When a state expectation is fulfilled, we may delete it from

the dlCBF. However, since the lookup operation has a low

rate of false positives, the deletion of a wrong fulfilled state

expectation introduces errors that lead to false negatives. For

that reason, we use timing-based deletions. Timing-based BFs

use memory allocated for the counter bits to store a timer

instead [5]. This variation uses the counters as set of recently

used bits Um = {u0, ..., ur} for every bit bm in the BF.

Basically, u0 is set when bm is set, and periodically the bitset

Um is shifted. When Um = {0, ..., 0}, the bit bm is unset.

The timing-based deletion provides a way to limit the

lifetime of one state expectation, and it also naturally provides

a mechanism to ensure that the flows do not evolve abnormally.

Thus, we assume that every fingerprint fp of the dlCBF has m
timing bits to delete the state expectations that have not been

confirmed after r phases. The length of the phase δ and the

duration in phases of SE are tunable parameters that depends

on the acceptable state maximum lifetime (in terms of the

protocol specification). Thus, every fingerprint fp is removed

from the dlCBF after r ∗ δ time units.

However, instead of setting the timing bit u0 of Um =
{u0, ..., ur} when the fingerprint fp is inserted in the dlCBF,

we store the number of phases r in the set of timing bits after

which the state expectation expires. Thus, we can define dif-

ferent maximum lifetimes for each state expectation Sk. This

is interesting since we usually have some SE that live longer

than others. Moreover, if we try to insert an already existing

fingerprint fp in the dlCBF, we reset the corresponding timing

bits to r ∗ δ.



Every phase δ we decrease the timing bits in one, if they

reach zero, we remove the corresponding fingerprint from the

BF. Thus, we do not delete confirmed SE, instead we let them

expire. As said, this timing-based deletion approach ensures

that no false negatives are introduced. The values of r and δ
depends on:

1) The level of strictness of the conformance check: low

r and δ means that state expectations have a very short

lifetime.

2) The maximum state lifetime: these information can be

extracted from the protocol specification.

3) The round-trip time (RTT) of the network: if the delay

is high, state expectations may expire before the packets

fulfill them. Thus, leading to unexpected flow hangs.

C. Operation

When the client CA sends a packet p, the mesh AP receives

it, and it invokes its stateful firewall routine (SFR). The SFR

decides if p continues the traversal based on the ACL and the

set of existing SE.

match ← check_ACL_match(packet);1

if not match then2

deny(packet);3

end4

tuples ← infer_tupleset(packet);5

for each tuple in tuples do6

expected ← state_lookup(tuple);7

if expected then8

tuples← infer_nxt_tupleset(packet);9

for each tuple in tuples do10

state_insert(tuple);11

end12

accept(packet);13

end14

valid ← conformance_check(packet);15

if valid then16

tuples← infer_nxt_tupleset(packet);17

for each tuple in tuples do18

state_insert(tuple);19

end20

accept(packet);21

end22

deny(packet);23

end24

Algorithm 1: Stateful firewall routine (SFR)

Specifically, the SFR checks if p matches the ACL, if it

does not, then the packet p is denied. On the other hand, if

p matches the ACL, the SFR infers from p which are the set

of possible SE and checks if there is a matching tuple in the

dlCBF, ie. the packet p is valid if it fulfills one of the SE,

θ = {Sα, ..., Sω}. If so, then we assume that p belongs to an

existing flow Fj that is evolving according to the standard.

Thus, the SFR infers the next set of possible SE tuples and

let the packet go through.

The SFR may find a matching for p in the ACL but not in

the set of SE. This means that p may be the first packet of a

flow. Thus, the SFR performs a conformance check on p to

ensure that the packet is well-formed according to the commu-

nication standard. If the packet passes the conformance check

successfully, then the SFR infers the set of next possible SE

tuples and insert them into the dlCBF. This conformance check

validates that the packet p follows an acceptable configuration

as first packet of a flow according to the specification. We

have formalized the SFR in Algorithm. 1.

D. State inference

The inference procedure is extracted from the state automa-

ton. We assume that the SFR has a state automaton for every

supported protocol so that the set of possible states is finite and

deterministic S = {S0, ..., Sn}. The state automaton can be

represented as a set of state-nodes connected with edges where

every state-node has a set of input edges Ei = {ei0 , ..., eih}
and output edges Eo = {eo0, ..., eog}. Thus, given two

different states Sk and Sk + 1, the edge er can be an output

edge of Sk and an input edge of Sk+1. Also, every edge er
is marked with the packet type pt that triggers the transition

to a certain state-node.

The current-state inference consists of obtaining the subset

of possible current states that pt can be in, ie. every state that

can be reached from an input edges marked with the packet

type pt is a current state candidate. On the other hand, the next-
expected-state inference consists of adding the set of states that

can be reached following the output edges that leave the set

of possible current states. We provide an example automaton

of TCP in Sect. 1.

E. False positives

The rate of false positives depend on three cases that

result from the combination of the probability of having

false positives in the ACL matching and the state expectation

lookup, they are:

• A false positive in the ACL: Then, the false positive rate

of the SFR ,f(SFR), is equal to the false positive rate

of the ACL matching, f(ACL).
• A malformed packet pm matches the ACL falsely

matches a state expectation: f(SFR) is the rate of false

positive of the state expectation matching, f(SEM).
• A malformed packet pm falsely matches the ACL and one

state expectation: this is the worst case, however, the rate

of such false positive is low as it is f(ACL)∗ f(SEM).

The rate of false positives f(SEM) depends on the number

of lookups performed in the dlCBF which is the number of

current possible states that has been inferred from the packet.

Thus, the probability of a false positive depends on how

many possible current states can be inferred from a packet

pt. Consequently, f(SEM) depends on the packet type.



F. An example: simple stateful firewalling for TCP flows

For instance, we assume a TCP flow Ftcp between two peers

CA and CB that is filtered by one mesh AP whose behaviour

must validate a simple TCP protocol automaton (Fig. 1) with

support for connection reopening and keepalive (as described

in RFC1122). The communication flow Ftcp is composed of a

set of packets P = {p0, p1, ..., pj} that are exchanged between
the peers CA and CB using the mesh AP as gateway. For

simplicity, we assume that every state Sk is composed of only

one variable which stores the current TCP protocol state.

Fig. 1. Simple TCP state automaton with RFC1122 support

When one of the mesh APs SFR receives the first packet p0
of Ftcp (a packet with the SYN flag set from CA to CB) that

matches the ACL, the SFR infers the current tupleset which

is, in this particular case, composed of only one tuple: T0 =
{CA, CB, port(CA), port(CB), S0}.
Thus, since the state-tuple T0 is not in the set of SE stored

in the dlCBF, as p0 is the first packet of Ftcp, the SFR

performs the conformance check. This check is successfully

passed since p0 has the SYN flag set which is a valid

combination to initiate a TCP flow. Then, the SFR infers

three SE tuples: one for the next expected state SYN+ACK in

the reply direction T1 = {CB, CA, port(CB), port(CA), S1};
one for possible SYN retransmissions T2 =
{CA, CB, port(CA), port(CB), S0}; and one for flow

closure via RST T3 = {CB, CA, port(CB), port(CA), S5},
and it insert them in the dlCBF.

If the next packet p1 has the SYN+ACK flags set,

the SFR infers that the current state of the flow

Ftcp must be S1. The packet p1 indeed fulfills the

state expecation tuple T1 so that the SFR infers

again the next set of SE: one for the next expected

state ACK T3 = {CA, CB, port(CA), port(CB), S2};
one for possible SYN+ACK retransmission T4 =
{CB, CA, port(CB), port(CA), S1}; and one for flow

closure via RST T5 = {CA, CB, port(CA), port(CB), S5}.
The operation with the following packets is similar.

As said, there are three different false positive cases. For

the worst case, ie. a malformed packet which does not match

the ACL is accepted, the rate of a false positive depends on

the type of the packet received. For instance, if an ACK packet

is received, the SFR infers three possible current states (S2,

S5 and S8). This means that we need three lookups to check

for SE. Thus, the rate of false positives for ACK packets is

3 ∗ f(SEM). Assuming f(ACL) = f(SEM) = 0.01, the
rate of false positives is f(ACL) ∗ 3 ∗ f(SEM) = 0.0003 for

the worst case.

G. Limitations

Our proposed solution inherits the same limitations of

existing stateful firewalling solutions since it is still possible

to deploy DoS attacks such as TCP SYN-flood and RST-flood.

Nevertheless, these packets are valid combinations of the TCP

protocol specification. Therefore, TCP stateful firewalls cannot

reject these attacks by means of stateful inspection solely.

Still, our solution predicts the next set of state expectations,

it would be possible for an attacker to spoof a packet that

can match one state expectation. This is part of the nature

of our approximate stateful firewalling solution. Nevertheless,

this does not affect the deployment of the stateful firewalling

of a certain flow as matching state expectation does not delete

other state expectations. This keeps the deployment of DoS

attacks against our stateful firewalling approach harder.

IV. HANDOVER SUPPORT

The handover is a common operation in mobile networks

that occurs when one client CA leaves the APx to connect

APy . Several reasons can trigger an handover, from physical

restrictions, e.g. building layouts, signal quality, ... to failures,

e.g. the APx stops working.

The deployment of stateful firewalling in WMN can lead

to flow disruptions during the handover. Let’s assume the

following scenario: the mobile client CA with n open flows

F = {f1, ...fn} is connected to the APx. Thus, APx stores

the set of states S = {state(f1), ..., state(fn)} of CA’s open

flows and it deploys the filtering according to the stateful

firewall routine exposed in the previous section. Now, the

client CA roams from APx to APy . However, the current set

of states S is not known by APy . Thus, according to Algorithm

1, the packets that belong to existing flows will be denied.

In order to solve the handover problem, we have to define

a state replication solution so that neighbour mesh APs can

know which is the current set of states of CA.

The handover support is based on FT-FW [7] which is

one of our previous works. FT-FW is cluster-based reactive

fault-tolerant software solution at application level for stateful

firewalls in infrastructured networks. Although such work is

focused on fault tolerance, we consider that its contribution

is significant to solve the handover problem. Basically, FT-

FW guarantees that the flow states are known by all the

stateful firewall replicas that compose the cluster. Thus, one

of the stateful firewall replicas can recover the filtering if a

failure arises. In infrastructured networks, the utility of the

state replication is usually to enable fault tolerance. However,

in the case of WMN, FT-FW guarantees that states are known

by all stateful firewall replicas which is what we need to solve

the handover problem. We have adapted our previous works

to the WMN scenario.



A. FT-FW overview adapted to WMN

The FT-FW architecture and replication protocol keeps in

mind simplicity, transparency and negligible delay in client

responses that are desired properties for the WMN scenario.

We assume that every APx has a set of neighbour APs

γ = {AP1, ..., APm} where m ≥ 1. We consider that two

whatever APs, APy and APz , are neighbours if they have a

direct established wireless link. We assume that APx filters a

set of flows F = {F1, F2, ...Fn} and has set of clients C =
{C1, ..., Cj} where j = 0 implies n = 0. Every flow Fi in F
is in a state Sk. The flow states are a finite set of deterministic

states S = {S1, S2, ..., Sn}.

Fig. 2. FT-FW architecture for WMN handover support

The FT-FW architecture follows an event-driven model

(EDM) whereby any new state expectation is propagated

through an event. These events are produced by the stateful

firewall and consumed by the state proxy (SP). The SP is

an application that runs in the stateful mesh AP and propa-

gates the SE to neighbour mesh AP nodes. The EDM suits

well for distributed systems since share many of the same

characteristics such as modularity and loose-coupling, and

whose asynchronous nature suits well for the performance

requirements of stateful firewalls. Also, as there is no concept

of dedicated wired link in the WMN scenario, we assume

that two neighbour APs, APx and APy , use the existing link

between them to transfer the state-expectation changes. We

have represented the FT-FW architecture adapted to WMN

and the information replication flow in Fig. 2.

The SFR provides a framework to manipulate the dlCBF

that stores the set of state expectations. Basically, the frame-

work offers a method to subscribe to new state-expectation

events; one to dump the full dlCBF that store the state

expectations; and another to inject state expectations to the

SFR to enable the handover. The SPs use this framework to

interact with the SFR. We have modified the SFR routine

to send state-expectation events to the SP whenever a non-

existing state expectation is added to the dlCBF. Thus, we

notify every new state expectation that is inserted in the

dlCBF through an event. The event is composed of the state

expectation tuple and the coordinates (subtable, bucket, cell)
plus the fingerprint inserted in the dlCBF. We assume that

there are two kind of events: new that represents a new state

expectation; and destroy that notifies that a fingerprint of the

dlCBF has expired via timing-based deletions.

• Internal cache, that is a cache that stores the set of local

SE, ie. those states that correspond to flows that are being

filtering by this mesh AP. This can be a subset of the

SE that are held in the dlCBF as we may not allow the

handover of certain clients between two different subset

of mesh APs.

• External cache, that are a set of caches that store the

foreign states, ie. the state expectations of its mesh

AP neighbours. We assume that APx has a number of

external of caches equal to the sum of clients that each

neighbour AP belonging γ have.

At startup, every SP dumps the existent SE and stores them

in the internal cache; and it also subscribes to events of SE

to keep the cache up to date. The SP also maintains another

cache to store foreign SE that comes from other mesh APs.

When an event of state expectation occurs, the SP updates

its internal cache and it propagates the state expectation to

other SPs that run in the neighbour mesh APs to update their

external cache.

The state expectation table is compactly distributed in

the form of a dlCBF and new state expectation are dis-

tributed as incremental differences. Assuming the example

dlCBF of 9KB, we can represent the position of a finger-

print in the dlCBF as a coordinates of three parameters

(subtable, bucket, cell), requiring 1 bit to describe the kind of

update (add, delete), log2(d) bits for the subtable axis, log2(b)
bits for the bucket and log2(c) bits for the cell plus w bits of

the fingerprint and the counter.

For instance, assuming the example dlCBF of 3 subtables,

341 buckets and 6 cells, every new state-expectation message

consumes 1+2+9+3+10=25 bits per update (plus the packet

header size). On the hand, the message to notify that one state

expectation has been removed from the dlCBF (destroy mes-

sages) consists of three parameters (subtable, bucket, cell)
which is 1+9+3=13 bits plus the packet header (which is 20

bytes for multicast UDP). Therefore, the replication messages

require very low network bandwidth. We assume that the

SP implements a reliable multicast replication protocol that

exploits the stateful firewall semantics to perform an efficient

replication as described in [7].

When a client CA roams from mesh APx to APy , the

APy’s SP that invokes the inject method to insert the state

expectations stored by the external cache into the SFR. This

process consists of merging two dlCBF: the one used by the

SFR and the one stored in the external cache. We assume that

during the handover the APy requests to the client CA which

was the former mesh AP that it was connected. Thus, the mesh

APy can inject the appropriate external cache.

V. EVALUATION

In order to evaluate our proposed solution, we have mea-

sured computational complexity by means of the CPU and

memory consumption metrics. We also have measured the

bandwidth and CPU consumption to enable the handover

support via state replication. We have compare the results

obtained of our stateful firewalling approach with a reduced



version of Netfilter/iptables stateful firewall (µiptables) that

provides similar features than our solution. The µiptables
solution uses 24 bytes to stores per-flow states instead of

the 168 bytes that it requires in a Linux kernel 2.6.25. Thus,

we can provide a fair comparison between our solution and

an existing Open-Source stateful firewall implementation with

similar features. Of course, the non-reduced version of Net-

filter/iptables provides much more stateful firewalling features

than our solution but it would not scale up for the WMN

scenario as we justify in this section.

As we only want to evaluate the stateful part of the

firewalling, not the packet classification, we assume that the

µiptables default policy is accept and the ACL is: iptables -I

FORWARD -m state –state invalid -j DROP.

Our testbed is composed of two mesh AP nodes and

two clients running GNU/Linux which use the UU-AODV.

We have implemented the dlCBF using Jenkins hash, which

provides a good distribution without degrading performance.

The SFR is a kernel module for GNU/Linux that handle

packets in the forward hook of the Netfilter framework. We

have also adapted our Open-Source implementation of the SP

[8] to replicate state expectations of the SFR. The mesh nodes

are two laptops PIII 800 MHz with 128 Mbytes of memory

and wireless links are standard 11 Mbps 802.11b wireless links

A. Computational complexity

The CPU consumption our the stateful firewalling solution

is low, reaching up to 16% of CPU with 30 connections

per second (cps). Our solution slightly outperforms µiptables
(Fig. 3). The memory requirements of our solution also outper-

forms µiptables that consumes 96KB to store 4096 flow-states

versus 8KB of our dlCBF-based solution with 3 subtables, 6

cells, 341 buckets (Fig. 4). We observed similar RTT for both

solutions. Still, µiptables with the simplistic rule-set is suitable

for the WMN scenario since 48KB is a easy-to-fulfill memory

requirement.
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B. Handover

The amount of memory that the stateful firewalling requires

to store the flow-states is an important metric to evaluate the

scalability of the solution in terms of the handover. In the case
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is 1500, the initial synchronization between two mesh nodes,

ie. when mesh APx node initially establishes a link with APy ,

requires 33 packets. However, our approach only requires the

transfer of 3 packets to fully resynchronize the mesh node

(See Fig. 4, divide the size of the dlCBF of the SFR by

1420 which is the size of the packet payload without the link

layer headers). Also, every state-change message of µiptables
requires 33 bytes: 12 bytes to identify the flow by means of

the source and destination, and 1 byte to store the current TCP

protocol state, plus the 20 bytes of an IP header. Our solution

only requires 24 bytes, 1 byte to encode the change of a cell

through the tuple [subtable, bucket, cell, f ingerprint].
We have also evaluated the CPU consumption of the state

replication in order to evaluate the feasibility of the handover

support. The results show that the state replication requires

approximately 5% extra CPU (Fig. 3).

VI. CONCLUSIONS AND FUTURE WORK

In this work, we have proposed an approximate stateful

firewalling solution adapted to wireless mesh networks which

fulfills the computational complexity limitations and it solves

the handover problem by means of replication techniques. As

future work, we plan stateful UDP-based protocols used in

real-time applications such as VoIP. Also, we expect to further

validate the proposed solution in a more realistic testbed.
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1.4 Conclusions and future works

1.4.1 Conclusions
In this thesis, we have contributed with the first open architecture for highly available stateful
firewalls, the so-called Fault-Tolerant stateful FireWall (FT-FW). To our knowledge, we have
been the first to provide experimental evaluation and results that allow network architects to
select what architecture fulfills their requirements. So far, no IT vendors have provided any
real evaluation for their highly available firewall solutions.

We also released the software implementation of the FT-FW architecture under free soft-
ware license. As a result, the IT industry widely use these days according to the information
that we can find on the web. In the field of Wireless Mesh/Ad-hoc network, we have provided
the first distributed stateful firewall architecture for wireless mesh network based on Bloom
filters that allows better network-resource management in these environments.

1.4.2 Future works
We are currently extending our experimental evaluation to obtain further information on differ-
ent aspects in terms of network performance and availability. Specifically, we expect that the
multiprimary cluster-based stateful firewall architecture will provide interesting results as soon
as several tools that we are developing become more mature.

We also plan to extend our works with further study of the proactive or semi-proactive
fault-tolerance to avoid the extra cost (in terms of resources) of our reactive approach. In
order to do that, we are currently studying hybrid solutions that are composed of hardware-
based failure-detection facilities and simple online machine learning mechanisms to provide
more advanced fault-tolerant solutions for stateful firewalls. We are also studying the use of
independent embedded systems, such as sensors, that allow to monitor firewalls externally, to
detect failures and to provide safer recovery.

Moreover, we will continue our firewalling research works in the field of emerging dis-
tributed enviroments such as Wireless Mesh/Ad-hoc Networks. This domain is currently at-
tracting a lot of attention from the research community since there are plenty of problems to
solve in this challenging environment.
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